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1 Introduction

1.1 On the alpha status of this booklet

This booklet is in a quite early stage.

� It is only about three quarters of the length that it is intended to be.

� Many references to resources and books are missing

� Even the cross-references within subjects are often missing

� there are typos, weird grammar and even some un�nished sentences. A
native English speaker still has to proofread the document

� I still have to remove some too blatantly obvious parts – but Ihave to �gure
out which they are :-)

� and it needs lots of technical proof-reading iterations andfeedback

Anyway, the basic ideas that I have assembled so far are should be understandable
and concise enough to publish it on my website. In case someone runs across
this booklet by chance, I'd really appreciate any feedback to my email address
booklet@fragemann.com.

1.2 Why another booklet on Java project
management?

First of all, I summarized this collection of advice for myself. While on an ex-
tended holiday in Australia, in order not to forget what I hadlearned, I started
collecting the most important stuff, so I would have a headstart when I was back
into business, plus being able to show any prospective employer what they could
expect from me if they hired me. However, since I would have toput this document
onto my website anyway, I thought I could go the extra 20% to make it readable
and enjoyable for the general public as well. Maybe you'll like it, maybe not. I'd
prefer if you liked it, but if you hate it – I can live with that,since like I said earlier,
my main goal is collecting this stuff for my own use, and not tosell it for pro�t.
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For obvious reasons, most of my opinions and experiences areneither new nor
unique – hundreds of thousands of people around the world have been through
similar projects, thousands of books have been written on similar subjects, and I
assume that everything I write has been written somewhere before.

However, there are still so many projects going completely wrong, and so many
people still reinvent the wheel all the time (like myself sometimes, I have to admit).
Maybe because

� Most experts tend to write lengthy books instead of condensed ones, scaring
people away by the sheer amount of pages they would have to read

� Most knowledge in these books is explained at a very detailedlevel (which
is a good thing in general), but it also means that most books cover just one
aspect of Java development or Java-related project management. You have
to read quite many different books until you have grasped allthe concepts.

� People are lazy, and only very few people seem to enjoy reading books at all
nowadays

There are of course also websites dealing with Java project management, and there
are outstanding articles out there in blogs and on webservers. However, you have
to �nd them �rst, and if you don't even know what to look for, itmakes things
even worse.

My goal here is to try to collect and condense the most simple,effective and cheap
ways of improving medium sized software projects (e.g. from4 to 10 developers,
plus some specialists for databases, testers and con�guration managers), and to
warn of the most common pitfalls. I will cover many subjects,but I will only
touch them super�cially. You will understand why I think they are important, but
to really make use of the techniques and ideas I present here,you absolutely must
follow the hyperlinks into the web, or read the books that I refer to, or use your
favorite search engine to �nd out the details. This is a book of advice, not like a
recipe for success.

I tried to use as simple language as possible, and I shortenedall text to a bare
minimum. I assume that this booklet can be useful to three kinds of people:

� Project management novices:My goal is that you can read this booklet
within a few hours, understand most of it, and immediately start considering
which of the described issues can help improve your project.

� Project managers with some experience:Even if you are familiar with
most of the issues covered in the booklet, by the very fact that it is short you
will �nd it quite easy to browse through it and �nd out whetherthere are
parts that you didn't know about yet.
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� Experts: You may know about everything I write here, plus a lot more. Still,
this booklet could be useful to you: For example if your next project includes
people who are generally clueless. If you have a boss or team member who
does not know much about why to do things like they should be done, just
give him this booklet. The probability of him reading a 50 pages booklet is
much bigger than him reading 10 of the most important books onthis issue.
You will save some time as well since you don't have to explainthe bleeding
obvious.

This is not the book everyone needs, but it is the book that I would have needed
when I started my �rst job as a project manager. :-)

1.3 Blatantly obvious vs. Too blatantly obvious

Although you will �nd some blatantly obvious advice here, itwas not my goal to
collect ALL blatantly obvious advice. It would be quite easyto triple the size of
this booklet just by adding another two hundred blatantly obvious advices. But like
said before, this is my personal collection of advice and rules, I don't want to write
a blockbusting 700 pages book on all 100% of project management. Consider
these advices:

� Don't change your tools in the middle of a failing project

� Don't drop the planning to save time when under time pressure

� Don't try to save a failing project by working double shifts

Although I have experienced some of these problems myself, Ijust won't bother
to write down such basic knowledge. Just apply some common sense, and you'll
understand that you just can't work double shifts for longerthan a few day, you
will be too exhausted to do the project any good. I won't spendtime on such
no-brainers, unless they have happened so many times to me that I just have to! :-)

1.4 Basic knowledge required to understand this
booklet

Throughout this booklet, I assume that you have at least someprofessional experi-
ence within a Java based software project. I assume that you have used – to some
extent – most of following tools and methodologies:

� Version Control Systems like CVS or Subversion
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� Build systems like ant or maven

� Unit-Testing using TestNG or JUnit or similar

� Issue Trackers like JIRA, Bugzilla or the like

� Object-Oriented Programming

� Know what a Wiki is

� Know what a Blog is

� SQL database like MySQL or Oracle

� Know what application servers are about

� Continuous Integration Systems like CruiseControl [Cru]

I don't assume that you are a power-user of any of the tool, northat you know
how to administrate them, but it helps if you have been a end-user. If some of
these tools and techniques are completely new to you, then you should look up the
basics on Wikipedia or on a search engine once you start reading sections about
these tools.

Many of the examples (especially in the database-related chapter) assume a J2EE
setting, e.g. that you have a database and an application server and that the system
connects to other systems as well. Most advice applies to J2SE settings as well
though. Just replace “Deploy to your QA application server”with “install the
software on a clean QA demo machine”, and you will see that most examples are
quite similar in a J2SE setting.

1.5 Version history

0.1 Initial draft, using Open Of�ce. Staying in Torquay at the moment, sur�ng
during the day, writing the booklet after dark and during lunch breaks. Ah,
that's the life!

0.2 Expanded text, transformed document to LYX. Staying in Melbourne at the
moment, going to the same cafe everyday, writing on the booklet a lot. Rou-
tine, but fun!

0.2.1-0.2.4 Fixed typos, added cross references. Not much work going on,since
I am enjoying my traveling in New Zealand too much. Good surf,good
weather, excellent scenery, can't be bothered to work rightnow!
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0.3.0 Worked on several sections, added a few more details, �nished and moved
sections like the staged assessment-center to the main bodyof the booklet.
The booklet starts looking better, not as crappy as before anymore. But still
so much more work to do. Anyway, it is raining in Sydney right now, so I
have lots of time!

0.3.1 Added the sections on branching, merging, and naming conventions. Up-
dated the branch overview section, added new images

0.3.2 Ran spellchecker and found and �xed dozens of embarrassing typos

0.3.3 Minor improvements here and there

0.4.0 Started adding the bibliography and chapter 14 on recommended and not-
so-recommended reading.

0.4.1. Added a few new sections like “100% of testcases must pass” (3.2),
“Breadth �rst service layer development” (6.3), “Make stakeholders order
features by priority” (7.18) and “Make sure people know their tools well”
(7.3), and corrected and improved some sentences here and there

0.4.2 Added sections like “Make your company interesting” (11.10), added and
�xed lots of sentences, incorporated what I had learned while applying for a
job at Atlassian, and added many references that had previously been miss-
ing.

0.4.3 Changed the page size to B5 to enable easier reading on computer screens.
Added sections “Pseudo-versions” (8.7) and “Have an espresso machine”
(12.5), and chapter “Various Stuff and Incubator” (13). Added images in
sections “Customize your issue tracker” (8.4) and in “Create issue types for
release tracking” (8.5). Started working on the index.

1.6 Warning

I have always loved Atlassians issuetracker JIRA, and I havepraised it from the
�rst version of the booklet on. However, now that while writing version 0.4.2 of
this PDF, I �nd myself having been recruited by Atlassian, the makers of tools
like JIRA, Con�uence and Bamboo. I am even more biased than I was before, so
please take any reference to any of those products with a grain of salt. While I try
to be as fair as possible, I certainly can't be called impartial anymore.
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2 Version control

This chapter deals with some of the most basic rules regarding version control sys-
tems (VCS). The most commonly used ones are CVS and Subversion, but others
like Perforce or SourceSafe basically work similarly. Thischapter does not contain
any surprising news for someone who has been working with VCSfor a long time.
However, you can still use it as a checklist to see if your project is really doing so
well as you think. Maybe there are some rules that you know about, but forgot to
implement in your project.

2.1 Rules for updating from the Version Control
System

The basic rules for updating from the VCS are: Update regularly, update often,
update every morning and even a few times during the day. You know that. But
do all developers follow these rules? Make sure they really do! Especially the not-
so-outstanding developers (and the ones that are not used tousing Version Control
Systems of course) will try to update as seldom as possible. This guarantees that
they will run into really many problems when they update, thus creating a vicious
circle. They will lose enormous amounts of time �xing problems that relate to
them being out of synch with the rest of the team. Make sure that at least once a
day every developer updates. If necessary, help them, or asksomeone else to help
them when con�icts arise. The best time to update is of coursein the morning,
before anyone has had time to check in potentially harmful code. Make sure you
have a Continuous Integration System that is always workingwell. Tell developers
to update after the Continuous Integration System has told them that everything is
safe.

2.2 Rules for committing to the Version Control
System

You should have very very strict rules for committing to the VCS. After all, all
developers rely on that code – once it is broken (e.g. when only parts of the changes
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were committed) or tests fail, your other developers will stall or even start doing
double work.

Some simple rules help to keep your repository clean and working:

� Before committing, the developer must update from the VCS and (!!) rebuild
the whole project from scratch, using the of�cial build tools – and not the
IDE. If anything goes wrong, it has to be �xed before committing, and the
update/rebuild-cycle has to start over

� The commit comments must contain informative information –empty com-
ments are not allowed! One complete sentence containing verb and nouns
should be the very least you can expect from highly-paid developers.

� The commit comment must contain the issue-ID to enable you to�nd out
why certain code was changed at all

� Only one feature at a time should be committed. Even if a person has worked
on three issues in parallel, only the �les of one issue shouldbe committed at
one time, each with a separate comment. If a �le contains changes for more
than one change, then the commit-comment must contain all the issue-IDs,
not just one

� The code in the repository must compile at all times. If your Continuous
Integration System shows that the code does not compile, immediate action
must be taken. Usually the person that committed last is responsible for
�xing. If he is not good enough, assign a senior developer to help him.

� The tests must run with zero defects all the time. In the rare case that it
is acceptable for a test not to work (e.g. until a major refactoring effort is
�nished), disable that test immediately so that your CI willalways tell you
“zero problems”. For more details see 3.2 on page 17

� The CI must send mails to ALL developers in your group as soon as a prob-
lem is encountered, plus the developer names for the responsible commit.
Don't just send it to one architect, since everyone must be warned before
checking out. Also, never underestimate the power of peer pressure

� After committing, the developer has to stay in the of�ce until the Continuous
Integration System reports that everything recompiled andtested �ne.

� A developer should not commit in the evening if he doesn't have the time to
�x or roll back his changes in case of a failure

� If someone breaks the CI and is not able to �x it within a de�nedtime frame
(e.g. within 5 or 15 or even 25 minutes, depending on your teamsize), he
has to be punished – using the dreadedCookie Rule(see 7.2 on page 44 for
this rule)
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2.3 Branching and Tagging: Rules and Conventions

There exists a plethora of ways to tag, branch, merge and namebranches. I would
like to present a simple and consistent schema that works �nefor 12 developers
working 60 hours per week, creating new releases for QA and production every
two to three weeks, with most developers working on the main trunk, and some
�xing bugs on the branches. It works �ne too with 12 developers working 40 hours
per week, creating new releases only every three months. Theschema scales down
well. e.g. it is simple enough to be used on a project with onlythree developers.
It may not be applicable to projects having more than 20 developers, or to projects
creating releases less than four times a year, or having to maintain lots of branches
for each customer – I have fortunately not been forced to workon such projects
yet so I can't tell. Still it may inspire those projects.

The schema consists of �ve rules:

2.3.1 Branch for every minor release series, but no branch fo r
actual micro-releases

There are several schools of how to branch code. I would like to outline them �rst,
before getting to the one I think is best for 95% of the time.

Branch-Avoidance: The most simple way of branching is of course not branch-
ing at all. Each time you want to release your code, you just tag it, compile
it, and ship it. In case an error occurs, you can branch from the tag, and
�x on that branch. However, as you will see in the chapters on Continuous
Integration and Deployment, you need a slightly more elaborate way, since
you want to be able to set up some automated ways of testing, and you want
to be fast too, so you will want to set up the Integration systems before er-
rors occur in production. Therefore this simplistic way should not be used
in more advanced projects.

Brancheritis: The other extreme involves creating branches immediately each
time when a release is made, and also branches from branches for each �x.
In my opinion, that is overkill most of the time, will lead to confusion, and
not be very helpful. Might be useful if branches “live” a verylong time, but
in a usual agile project releases get built often, and old branches will not be
accessed anymore after one or two months.

Developer-Branches: The most extreme case of brancheritis is of course that
each developer works on their own branches, and only really stable changes
get applied back to the main trunk or release trunk. However,if you work in
a fast paced environment, this is not advisable – it involvesa lot of overhead
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for the developers, and may create traf�c-jams at the end of iterations, when
everyone wants to merge their changes, and suddenly all the con�icts arise
at once, instead of once in a while.

Branch-per-Minor-Release: The scheme that I found most simple, yet stable
at the same time, is to create a branch from the main trunk onceyou think
“this is good enough for QA to look at”, name the branch “Branch-1-2” and
the �rst tag on it “Release-1_2_0” and ship it to QA (or to customers, if you
are feeling lucky...). Development continues on the main trunk immediately
after the branch was created. Each time bugs are found and �xed, they get
�xed on this branch, and a new tag gets applied afterwards fornew micro-
releases that get built. So if everything works quite okay, you end up with
a main trunk, a release branch named “Branch-1-2”, and threeto four tags
on the branch, named “Release-1_2_0”, “Release-1_2_1”, “Release-1_2_2”
and “Release-1_2_3”. No more branches and no more tags needed. This
gets repeated for the 1-3 releases, and so on. You merge back to the main
trunk only very rarely, e.g. after the release was shipped and worked �ne for
a few days. And then again after 10 or 20 bugs were �xed, e.g. after a week
or two.

2.3.2 Have a consistent naming scheme

Since creating branches and tagging releases is a quite mechanical way, it shouldn't
be a problem to have standardized names for the tags and branches. This will make
it dead easy to know what to check out in case a problem occurs.In the following
examples, I assume that the application you are developing is named “Hotware”.

Tag-Appname-X-Y: The tag that tags the complete code base as a preparation
to create a release-branch. This tag is used to create a branch from it, but
not used for any other reason. For example “Tag-Hotware-2-3” in order to
prepare for a release branch for Versions 2.3.0 through 2.3.5

Branch-Appname-X-Y: The branch from which all subsequent micro-releases
will be built. E.g. “Branch-Hotware-2-3” to be able to release Hotware 2.3.0
through 2.3.5

Release-Appname-X_Y_Z: The Tag that indicates that this is a proper release,
e.g. “Release-Hotware-2_3_2”. Note how the underscore is used instead
of the minus-sign, in order to make this tag even more distinct from the
branch-name

Tag-Appname-Before-Merge-From-X_Y_Z: (... and Tag-Appname-After-
Merge-From-X_Y_Z of course) Before you do a major merge to a branch,
you may want to tag the code base, so that in case the merge goescompletely
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wrong, you can still easily diff and �x problems. Once the merge was suc-
cessful, you may want to tag again, so make sure that it is �nalized, and that
everyone else can continue committing like normal. I don't think tags like
these are really necessary all the time, but if you have to merge hundreds of
�les, and can't get hold of the developers for feedback, thenyou may want
to be on the safe side. Although the names looks really long and cumber-
some, I do think you should not try to shorten them, since thatwould make
it even more dif�cult to understand.

2.3.3 Let an expert do the merging as seldom as possible, no
continuous merges by the developers

Some people propose that changes made on branches (e.g. bug �xes on a branch
that is in production) should be made on all branches at the same time by the
developer himself. Others (like) me argue that manually changing all the branches
is quite error-prone and means a lot of work for the developer. If one bug �x
means changing thirty lines in three �les – and you have to do that manually twice
– the chances of subtle bugs being introduced, or changes only getting applied
partially, are quite big. I argue that merges should be done by one expert, who
does the merging in a very mechanical and predictable way, who knows about all
the branches and tags, and who will consult the developers when in doubt.

Manually changing the �les may be more sensible if the �les that have to be
changed are getting heavily modi�ed at the moment – then a �x for branch “A”
might have to get coded completely differently on branch “B”. However, I have
very rarely encountered such a problem! The usual case is that you have a few
thousand source-�les, and per release maybe 30 to 40 bug �xesthat need to be
done after a branch was created. Those �xes apply to 60 to 80 different �les, and
these �les usually are not being completely refactored at the time being. So instead
of having the developer check out all branches, apply �xes, run the unit-tests, ver-
ify that everything still runs, and tag the �les, one expert (the role could rotate
of course) should do this regularly (e.g. once per iteration, and in urgent cases
adhoc), thus saving a lot of time, and ensuring that no bugs are introduced. This
expert will then also update the branch overview documentation (see 2.4).

2.3.4 Create separate issues in your issue-tracker for each
merge

Like with ordinary changes to your code, you want to make surethat each change
can be traced later on, e.g. to be able to perform code reviews, or just to know
why certain changes have been made. I found it quite valuableto create a separate
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issue in the bug tracker, e.g. named “Merge changes between 1.3.2 and 1.3.6 back
to main trunk”, and then to include the issue ID into the VCS-commit-comment.
If you use a proper issue tracker like JIRA, it will even show you all the commits
when you look at the issue, like in this screenshot taken fromthe JIRA manual.

2.3.5 Tag and branch the complete code base, tag and branch
single �les only in exceptional cases

Some people argue that you should have branches and tags for individual �les. I
�nd that very very cumbersome, and usually not worth the work. Imagine you
want to make some experimental changes on 25 �les, and you want to be able to
revert easily to the previous state. Or before a major merge,you want to make sure
that you can undo the merge. You need to tag �les for this. Sure, you could tag only
those 25 �les with a tag named “Pre-Experimental-Change”, do the changes, and
then either roll back or continue. However, since tags don'tcost your money, why
bother to tag only those �les? Why take the risk that you accidentally forgot to tag
�le 17, or forgot to include �les 26-28 as well? Just tag the complete code base.
Oh, sure, if you do this a hundred times a month, then your VCS-browser will get
quite slow and it may be dif�cult to navigate between all those tags. However,
after your code is in production, you may as well throw away outdated tags once
a year. And anyway, I �nd it very unlikely that there is a majorneed to tag �les
too often. At least not if each developer has their own propersandboxes (see),
since you can experiment a lot before you really commit the �les to the common
repository. And even if you have one release per week, resulting in 52 tags before
merging per year, 52 will not kill you. Tagging 25 �les individually 52 times a
year might drive you crazy though! :-)

2.4 Maintain a branch overview

No matter whether you agree on the rules, tag names and branch-naming-
conventions I proposed in the section 2.3.2 on page 9,or whether you prefer
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to go with another style, there must be some kind of documentation of your
tags and branches. Otherwise you will �nd it hard to know which version was
tagged and merged when by whom. I found the ASCII-art-like way that is
used in the original CVS-documentation to be very helpful and simple. Have a
look at the CVS manual by Cederqvist, in the chapter on branching and merg-
ing (http://ximbiot.com/cvs/manual/cvs-1.11.22/cvs_5.html#SEC54,[Ced]): Us-
ing only a few characters, the complete branch history of a �le is described, in-
cluding tags and revisions.

Take this one step further, and visualize your whole application like this (assuming
you tag and branch the whole application, not single �les). In the following picture,
I show, in a similar way as Cederqvist, how a branch has been created, released,
changed and released again, and then merged back to the main trunk. Pretty easy,
huh?

A more complicated example is shown in the next image. The basic idea here is
that you sometimes have to work on more than one release-branch. One branch
has been released to production, while the next one has been released to QA, and
the main work continues on the main trunk. Now if there is a problem on the
production branch (branch-1-2), then you need a hot�x quickly. You will also
need this hot�x in the branch-1-3 that is in QA at the moment. From then on, it
is up to you to decide whether you want to merge the changes to the main trunk
immediately, or whether you will wait with that until the 1-3has been approved by
QA.

I am sure you can use dedicated tools for drawing diagrams like these, or just
some drawing-program like Visio. However, using tools beyond a simple text-
editor means if you want to correct or add something, you haveto �re up the
corresponding application, which might be dif�cult if you are sitting at another
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machine, or want to tell someone else to apply the change. Also, you will need to
have a way of maintaining the change-history for that �le as well. If you just use
ASCII-art and embed it into your Wiki, you achieve high visibility, full change-
history, and easy changeability at the same time. To edit theoverview, you may
have to copy the Wiki-page to a �xed-width-text-editor, edit there, and copy back
to the form on the Wiki-page, but compared to installing Visio or tunneling from a
UNIX-machine to your windows-machine just to draw diagrams, it is rather easy
still.

Some Wikis provide you with a way of de�ning simple graphs in textual form,
and display these graphs using a special renderer, enablingyou to have the best of
both worlds, e.g. a textual representation for easy editing, and an image for proper
viewing. Check your Wikis manual, maybe it supports graphs already, or have a
look at http://www.wikimatrix.org to compare Wikis against each other.

2.5 Don't put generated �les into your version
control system

Don't you ever put anything that can be generated into your version control system.
No class-�les, no generated class �les, no generated code must go into the VCS.
Just – don't! It may seem convenient at �rst, and it may speed up the local build
process if large Jar �les don't have to be built but can just betaken from the VCS.
But wait – if your build process is slow, then it is usually because it is badly
implemented – e.g. if it deletes and rebuilds your sub projects jar-�les even when
there is no reason for it, no wonder it takes ages to build.

What about external libraries which come as jar �les? With Ant, you may have to
store them in your VCS, but that's why Maven is so much more comfortable – it
downloads the relevant jars from the Internet, stores them in caches on the local
network (and on your local machine), from where these �les can be backupped by
your regular backup process.

2.6 There is more than just source code that has to
be under version control

Source code belongs into the version control system (VCS), you know that, so
whats more? Most organizations seem to understand Source-code-goes-into-VCS,
but there is more that should go into the VCS, and this is wheremany fail. Consider
these examples:
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� Build scripts: Since you shouldn't rely on your IDE to build your project,
you will have some build scripts (e.g. ant, maven whatever),which must be
put into version control. Bleeding obvious, but since some companies don't
even remember how to build their project at all (“take the class �les from the
network drive, compile from your IDE, and if it works copy back the class
�les to the server” (!!)), I thought I'd include even the bleeding obvious here
:-)

� Scripts in general: Now it is getting interesting. What about the script
that takes your jar-�le and creates a executable for Windowsclients from
it? And the script that parses the weblogs for suspicious requests? And the
SQL-scripts that con�gure a developers database to minimize RAM-usage?
Or the scripts used to copy a war-�le to the application server? Very often
scripts like these can be found on shared network drives – where any junior
developer or junior operator could easily destroy them, andwhere even a
well meaning architect could introduce a subtle and later untraceable bug.
Put every script into version control, no matter whether it is source code-
related or not – you also want to be able to restore old versions of SQL-
scripts or deployment-scripts later on.

� Con�guration �les: Do you have a Continuous Integration System (see 3.1
on page 16, like CruiseControl? Did you have to con�gure it for your various
projects? Or do you have a Wiki that needed some tweaking? Or an issue
tracker that had to be customized to make it �t to your work�ows? Surely
you have some system like this. Do you backup these �les? Probably. But
do you do you remember to copy all changes that you made on a system
like that back into a VCS-folder/repository? Probably not!And what about
the application server setting �les? The program con�guration �les? The
maven-con�g �les that each developer needs to copy to his machines home-
folder?
Backups are nice, but usually it is dif�cult to read back fromtape, and often
all you want to see is when and by whom some kind of con�guration was
changed – not the exact replica of the systems state a few weeks ago. So
version control is important there too.

� QA-Testplans: Your QA-team creates JMeter/Cactus/JUnit/JWebunit and
also manual testplans. But do they store their scripts and descriptions in a
VCS? If they are former developers, then probably yes. Otherwise, probably
not. And whats more, do they store their scripts in the same VCS as your
source code? After all, these scripts are tightly coupled toyour software
version, since any change to your applications behavior means these scripts
have to be changed too. Imagine you have created a release branch of your
source code, and need to make a small enhancement or bug�x butcan't
merge the change back to the main trunk yet. If the QA-scriptsare not being
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stored in the same VCS, then you have two options:

1. create a branch on the QA-VCS that matches the branch in your Dev-
VCS.

2. Decide whether the tests should match the release branch (very impor-
tant) or the main trunk (quite important too). Probably you will decide
to match the release branch, but then for a few days or even weeks the
scripts will be useless for the (yet unchanged) main trunk.

Both 1 and 2 are bad solutions. A is error-prone, B leads to onebranch
being untestable. Instead, have all Testplans in the same Version Control
System like your code. Once you have explained branches to your QA peo-
ple (which may take some time, but is worth the effort) you need not worry
about problems like this anymore.

� Wiki: Like mentioned in 10.1 on page 73, you should try to put as muchof
your documentation into a Wiki. Once you get used to it, you will be amazed
at how clumsy Word-�les feel. But make sure that the Wiki has decent ver-
sion control features. Just keeping backups of old versionsis not enough –
you also need comfortable ways of showing the differences between arbi-
trary versions, possibly even just between parts of a document. You might
even want to check out the complete content of the Wiki by date. Make
sure to choose the right Wiki. Have a look at http://www.wikimatrix.org to
compare different kinds of Wikis.

� Documents: If you have documents that just don't �t into a Wiki, then
also make sure that these �les go into some kind of version control man-
agement system. Storing your UML-Models or Word-based Use cases on
a network drive is NOT okay. You will spend more time recovering and
tracking changes than it takes to train people to use VCS-tools (which even
integrate nicely into the Windows Explorer). Usually the documentation
VCS won't be the same one as the one for your source code, sincemost
documents won't (have to) match your release cycles. BTW: Word's ver-
sion control is okay if you know how to use it, but you must makesure that
all writers know how to use it. For most cases a �le based version control
system is the simpler solution.

Summarizing the above, you can and should store almost everything in the same
repository as the source code. This way, when you branch the source code you also
can make changes to con�g-�les for exactly that branch. After all, not just QA-
scripts, but even the Continuous Integration- and Application Server-con�guration
is tightly coupled to the code, so it has to �t even when you do branches.
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3 Build Process and Continuous
Integration

3.1 Use a Continuous Integration System

Admittedly this is a blatantly obvious advice, but then again so important that I
just couldn't skip it. Especially since I have a confession to make in the next
paragraph... I don't want to go into detail here, just a very short summary for the
very clueless: A Continuous Integration System (CI) is a process that regularly
checks out the complete code base from the VCS, rebuilds the project, runs all
existing testcases, and provides feedback to the development team in case there
was a problem (e.g. in case the build is broken or tests failed). A CI system is
vital to a project's success. Please see [Spo04] for more information why this is
important, or refer to the CruiseControl website to have a look at the most widely
used (and probably oldest) Java CI-system[Cru].

I just want to elaborate on one mistake I once made and of whichI'd like to warn
you and myself in the future: I once came into a small project (four developers
only) with no automatic testcases at all, lots of other severe problems, and had
to decide whether it was really worth installing a CI system before tackling the
other problems. I thought since we didn't have tests yet, a continuous integration
system would be of little help. This was very wrong though. Sure, having no
testcases is really bad and it makes a CI-system less valuable – but by no means
should the absence of testcases stop you from setting up a CI system. Even with
a small team you do want immediate feedback when the build process is broken.
It doesn't take so much time to set up an integration machine either. If there is
no proper documentation on how to install the software, you need to write that
anyway (see 10.4 on page 78), and setting up a CI is a good verify wether your
setup-docs are good enough. And as soon as you have forced thedevelopers to
write their �rst testcases, they get immediate positive feedback: They see that the
tests are really being used and executed, not just written for the pleasure of the that
new nerdy project manager.
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3.2 100% of the testcases must pass

Make sure that your Continuous Integration System always ends up with 100%
passed tests, and that each single failure gets treated immediately by the person
that had committed the erronous code. If you decide you really can't �x a bug at
the moment, disable the test (and possibly create a new issuein your issue tracker)
instead of accepting it to water down your standards.

Okay, I know, this is yet again something most people will �ndvery obvious, and
I already stated it in the section on committing to the VCS (see 2.2 on page 6).
However, even at the state-of-the-art development team at Gentleware we made
the mistake not to aim for 100% all the time. We did accept thatduring refactoring
phases a certain number of bugs in the continuous integration system were okay, as
long as they all got ironed out by the week before the release.We had a whiteboard
that showed the statistics for the past few weeks, and everyone would be happy
once we reached "rezo out of 2510 tests failed".

This worked quite okay, but in retrospect I think it would have been better to
aim at 100% all the time, and rather disable tests to achieve 100% than to have
them cloud our vision of perfect software! Sometimes no one noticed that the
number of failing tests went up from 26 to 27, and would �x the bug a week later
instead of immediately (which takes less time of course). So, I really recommend
to disable failing tests that you don't want to �x immediately (e.g. because of
ongoing rework), make sure that as soon as a single test failsthe whole team gets
noti�ed by email, the person checking in a failing test gets punished by the Cookie
Rule (see 7.2) and you will be better off. Continuous Integration Systems like
CruiseControl will still show you that a certain number of testcases have been
disabled at the moment, so you will not risk forgetting aboutthem either.

3.3 Run ALL current branches in Continuous
Integration

Continuous Integration is a noncontroversial topic nowadays. Everyone under-
stands that it is important, sometimes it is ignored becausethe build-process is too
cumbersome to set up on an additional machine, or the managerwon't fund it (see
Mike Clark's nice and popular letter on how to convince managers[Clab]), but in
general most software projects above a certain size use one CI-system or another.

However, I have come across many projects where continuallyintegrating the main
trunk of development was considered “good enough”. Hey, what about the current
release branch that is being tested in QA at the moment? And what about the
branch from which the currently deployed application was built – and which might
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need a hot�x urgently some night or weekend? Do you think justbecause few
changes happen here, that there will be no bugs and no need forCI?

Not putting all branches into Continuous Integration is a pity, especially because
it is so easy. Sure, you need to create new build-targets eachtime a branch is
created, and that might cost you up to 30 minutes each time. But if everything is
well documented (and it should!), then you can give this taskto your most junior
developer and it won't slow down the project at all. Of courseyou have to take
care to “branch” your database schemas as well (see 4.1 on page 27), but you do
that anyway, don't you? :-)

Which branches do you need in CI? If you set up the CI for the �rst time, create
the following targets:

� Main trunk (or the current development branch)

� the branch from which the currently running production application was cre-
ated

� the branches for each release that is still pending, e.g. which is currently
being tested in QA, preproduction, or on some integration machine

� additionally, the two branches from which the two previous production re-
leases were built from (why? you might have to roll back production when
a major problem occurs, and keeping old targets will save youtime in such
times of despair)

If you have low parallelization in your project, (e.g. the same people �rst develop,
then test, then deploy), then you will fewer CI targets (e.g.main trunk, current
release branch, production branch, plus two old branches) than when you have a
high degree of parallelization, where developers are working on several branches
at the same time, and QA-people are testing in parallel.

Each time a new release branch is created from main trunk, youhave to add that
one to the CI. You will use that same build target until it goesinto production and
out again.

Each time a new release goes into production, you may remove the oldest CI target.

3.4 Create and run multiple Continuous Integration
Targets per Branch

If having continuous integration targets for each branch surprised you, then it gets
really scary now :-). Why would you want to have multiple targets of the same
branch?
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� Speed matters – Create fast and slow suites of test, and schedule them
independently: You will probably have written quite a lot of testcases
within a few weeks into the project. Some of them are really fast (unit tests),
but those that test complicated algorithms or component tests working on
DAOs going to the database might be much slower. You might even have
outright performance-testcases. As soon as running ALL tests takes longer
than 5 minutes, you should consider splitting the tests intoseveral testsuites
and create independent CI targets (possibly even running ondifferent ma-
chines).
Your rule should be that no developer goes home before the CI permits him
to do so. However, if your CI takes 30 minutes to perform all tests after the
developers commit, you can't expect developers to wait for so long. You
should pick a suite of tests (TestNG is excellent for grouping testcases by
simply tagging them) that represent a set of most important tests, and de-
mand that these be run after each check-in. The next group of tests, maybe
a group of tests that take 20 minutes, need to be run once an hour only. And
only the complete set, which contains performance tests andtestcases for
code that doesn't change often, needs to be run nightly.

� Use shared resources to �nd problems early on:E.g. create a CI target
that uses a non-exclusive database (or database schema). For example the
database your continuous deployment system uses, or the onethat is also
used by some developers who don't need local databases. So that while
someone is taking a look at the current development release,a CI target's
database-tests access the same database (or database schema). You may be
able uncover strange concurrency issues this way early on. No, this is ob-
viously not a reliable way of checking for concurrency problems, you still
need QA to do concurrency tests on a large scale. But you may run into con-
currency problems very early on, long before your release has been moved
to QA (and your team works on something completely differentalready).

And in case your main CI target uses a database that is accessed by others,
you should create a CI target that on the contrary uses a database (or database
schema) to which it has exclusive access. You may use the one mentioned
in the next paragraph, for example

� Continuously integrate your “from-scratch”-database-scripts: Still
open for more ideas? What about your database scripts that rebuild your
database from scratch? You should really consider having them tested con-
tinuously as well. Create a CI-target (possibly one that only gets run once
a night) and make it drop and recreate a special database schema, �ll it
with the needed data, and then have the tests run. You now knowthat your
recreation-scripts really work. This CI-target should be made mandatory for
each developer that changes the database creation scripts:The developer
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must make sure that this special CI-target works �ne after his check-in, and
is not allowed to leave before all problems are solved.

Still not tired of me writing about CI? Then also consider

� Continuously integrate your incremental database patch scripts: Same
as for the complete recreation, you could (and should) have aCI-target that
creates and �lls your database from scratch, but not with thecomplete recre-
ation script, but by applying all the patches one by one, and THEN running
the tests.

� Create a subsuite of tests that don't rely on external systems at all: (Al-
ternatively: Create a suite of tests that all rely on external systems). Some-
times the failure of an external system may not be so easy to spot from your
codes error messages. You may think that the bug was introduced into your
code, while really there is a problem with the external systems code. Sure, if
you run into such a situation you should make your applications error mes-
sages more understandable, e.g have them print “I assume system X is down,
but I am not sure”. But it can be quite helpful to have a suite oftests that will
not produce any problems even when all external systems are down, because
when this CI-target works �ne while the others suffer, then you know where
to look for. While if both CI targets fail (the one with external systems AND
the one without), then you know the problem is probably in your code

I used TestNG a lot in oder to group suites of tests – you simplytag the testclasses
with certain annotation, and then specify in the TestNG con�guration �le which
tags make up a suite. However that was before new and nice CI systems popped
up. If you use a new and shiny CI system like Bamboo, then you might as well
con�gure your suites from within those CI system.

3.5 Continuously deploy your binaries

Continuous Integration does not stop at building your jar/war �les and running the
tests. This is where the fun begins. You must also automatically deploy those
�les into the designated application servers (e.g. WebLogic and Tomcat, if you
are supposed to support those two). The very least you must doafterwards is
to monitor that each deployment was successful, e.g by retrieving at least one
page withWGETand grepping it for some speci�c string. Much better though is
automatically running your Webtests (e.g. with JWebUnit orhttpUnit or Cactus or
whatever), checking the result and mailing any failures to the persons responsible
for �xing failed deployments.

If your production servers support rolling and continuous reinstallation of the Op-
eration System and the Application Servers and the Datasources and so on – then
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this also has to be done continuously on your continuous integration system.

Like mentioned in the paragraph for continuous integration, you must also perform
continuous deployment for all branches that you continuously integrate, not just for
the main trunk.

3.6 The Museum-Machine: Enable immediate
access to old released versions

Bosses seem to have bad memory banks installed in their brains: they take a look
at the latest release of your software, instantly forget about all the bugs that were
solved in that release, and start complaining that there wasno progress since the
last release and when is the next release due anyway? It can bea good thing to be
able to show them – within seconds – how crappy the old versionwas.

And in a even more realistic scenario, you will be required regularly to �nd out
whether a bug has always existed, or when it was introduced the �rst time. Just
opening a URL to have a look at old working versions of your application is the
ideal solution to both problems.

Since you should be continuously deploying your binaries tosome integration ma-
chine anyway, the major part of your work has been done already. All you need
to do is to make sure that the old versions don't get erased tooquickly. You might
think “Oh my goodness, this means the integration/deployment-server gets more
crowded all the time!”. But on the other hand, these old versions will not be ac-
cessed very often. All you will need is a bit more memory and harddisk capacity.
No need for a CPU-upgrade. Compare the hardware costs to the cost of having
to check out the old code from the VCS, rebuild it, reinstall the database schema,
set up the application server again, and so on, just to have a look at the old release
of your application! Don't make your life harder than it has to be. Upgrade the
integration machine a bit, and use it as a museum for your old software as long as
possible.

Or, should it really not be possible to use the integration machine, set up some
other server similar to the real integration system, and autodeploy there too all
the time. The integration system may be sweeped of old versions, while your
museum-machine will not.

3.7 Testing external systems and the database

If your systems depends on the availability of other systems, then one important
part is mocking those systems, pretending they work �ne, andalso mocking failure
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of these systems and checking that your system recovers or exits gracefully. For
example, you may have a SMS gateway, and your code can use it, and you want to
make sure your code doesn't trip over in case that SMS gatewayis down. In your
tests, you would simulate the gateway being down by using a MockObject that is
told to behave like a SMS-gateway that is down – you don't wantto shut down
external systems just to test exception-handling in your code.

However, you also should also verify that not only the mockedbut also that the
real implementations (using the actual external systems) work from within your
test. This is especially the case if the external systems arebeing worked and im-
proved upon, e.g. when there is progress and the possibilityof bugs or incom-
patible changes being introduced. Consider that your code uses an external SMS
gateway. The gateway sends SMS messages to mobile phones, and it also provides
a way to query whether an SMS was sent. In addition to the previously mentioned
Mock-Test you should write a test that involves sending areal SMS to areal mo-
bile phone, and query the SMS gateway that the messagereally has been sent.
(Ideally, you would even test that the SMS has been received on the phone, but
that would be the next step).

Now, in case someone who works in the SMS-gateway project decides to change
the interface, or the ordering of parameters, or whatever, your automatic tests will
fail. You will notice this immediately, and will be able to �xthe problem before it
pops up in QA or even in production. Sure, you will have to spend some money on
the SMS-sending, but if you run this test only once per day, itshould be affordable.
And you might want to use a mobile phone that is not being used by someone. And
maybe you also should turn off the SMS-received-sound to keep you and your
coworkers from going crazy...

The same applies to testing databases: To speed up things, you may want to have
In-Memory-Implementations of your DAOs, so that testing the modules which use
the DAOs doesn't take ages. Still, you should also do real-life testing of the DAOs.
In case someone decides to rename a �eld, add a new constraint, or even rename
the table, you will want to get immediate feedback from your real tests, while your
Mocking-Objects might work just �ne, and QA would be the �rstto notice the
bug.

3.8 Have strictly separated staging environments

In my �rst Java Applet project in 1997, (see Oracle!) I had my development ma-
chine connected to the production database, and every time the javac-build suc-
ceeded, I would copy the class-�les to the production system. That production
system was only used by 5 to 7 users in the company at that time,but their daily
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work relied on the system being up and running. It still givesme the shivers think-
ing about how I could be so naive and bold at the same time, using just not even
two separate environments.

These following are the environments I recommend today. Most should be com-
monplace nowadays, but because I learned about the value of External Integration
System only last year, I wrote a bit more about it.

� Developer Environment: Each developer must have a complete sandbox
of his own. That means not just a runnable IDE-version of yoursoftware,
but everything else that is needed to build, deploy and run the application
too – even with the network cable disconnected (try it!). This includes for
example the complete build process (e.g. using maven2), a database �lled
with reasonable data, an application server, and the deployment process �les.
You absolutely don't want developers to change anything in ashared envi-
ronment before they have properly tested it in their own sandbox. In case the
local machines are not powerful enough to run e.g. the database, make sure
that each developer has access to their very own schema on a server, where
they can f**k up tables and data like they want without bothering anyone
else. However, if possible try to get as much as possible running on local
machines – then even a network problem or a server outage won't stop your
developers, they will still be able to do at least some work. Your supervisor
tells you that such powerful developer-machines cost a lot of money? Make
a calculation where you show how expensive a miscon�guration would be
that stops your team from working for one day only. And if the sheer money-
aspect does not scare him, make sure he understands how one day delay
might really upset your customer, or other shareholders in case there exists
a deadline.

� Internal-Integration Environment: This is where your workgroup veri�es
that the system works �ne after they have committed changes to the VCS.
This should be the system where your Continuous IntegrationSystem (e.g.
CruiseControl) runs all the time: Each commit of a developerwill result in
at least a complete rebuild, in running at least the most important testcases,
and in an automatic deployment. This system, like the developers machines,
must also have access to its own set of databases, application servers, etc. If
your application relies on the presence of another system (e.g. being devel-
oped by your company or a outsourcing company), then it should connect to
their External Integration system, not to their Internal one. Along the same
lines, no other system should rely on your Internal Integration Environment.
It is just for your workgroups use. You don't want other teamscome whin-
ing “your Internal Integration Environment is down at the moment, so my
Integration Environment shows 127 bugs at the moment”. YourInternal In-
tegration System will be down a lot (e.g. during rebuilds or re-deployments),
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or you may want to use it for initial loadtesting, making it very slow at times.
Don't make it publicly accessible to anyone outside your team.

� External Integration Environment: If your system has to interact with
others (e.g. it provides webservices which are used by otherproducts that
other teams are developing), then you need at least one more integration
system per product. Why? Consider two products: A depends onB. Some
of A's automatic tests rely on the presence of system B. However, just as
A's tests commence, B is being rebuilt and redeployed – now A's tests fail
because B is unavailable for a few minutes, and this result inerror mails to
A's owners. Or B might be is in a bad state for a few hours – A's developers
would get error mails on each check-in. Like stated in 3.2 on page 17 it is
crucial that 100% of continuous tests pass all the time. You can't achieve
that when once system relies on an unstable other system.

External integration systems are used to verify that integrating your well
tested product with the other well tested products of your company or de-
partment works �ne as well. You must apply strict rules for the external
integration systems: You should only deploy your binaries here once in a
while (e.g. when you have changed important parts of your application,
and you are con�dent that the product has passed all tests on the internal
integration system). You must discuss deployments with allother related
workgroups, since they depend on you.

Also on the external continuous integration system, you should run your
tests regularly. You may be tempted to run integration testsonly manually,
but I recommend setting up your Continuous Integration System to run three
or four times per day automatically – it is just so easy to forget to run things
manually. Let the machine do your work.

� Quality Assurance Environment: Once your application works �ne on in-
ternal and in external integration systems, you can deploy it (and all depen-
dent applications) to the QA-Environment. Obviously, thissystem is only
there for your Quality Assurance workers. It is no playground for devel-
opers who want to test stuff, it is not for CEOs to show off the application
to customers. Make sure this environment is as similar to theproduction
environment as possible (see page 25 for details)

� Preproduction Environment: After your QA-team gives a thumbs-up sign,
the Preproduction system can be used to demonstrate your product to a re-
stricted audience (like your sales staff, your most benevolent business part-
ners, or your CEO), or to conduct some usability tests with people who can't
come into of�ce. This system must be functionally equal to the QA system,
but it may not have to be as performant as production or QA, since you will
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probably be doing functional demonstrations, not performance demonstra-
tions.

� Production Environment: This is obviously the system where your real
end-users connect to and which has to guarded like your holy grail. Only
very restricted group of users (e.g. your DBA, Project manager, and some
operators) may be allowed read and write access here, for everyone else this
system is off-limits.

To avoid confusion, you should maintain a Wiki-page that shows what version of
which application is deployed on which staging environment.

3.9 Keep all systems as similar as possible

This applies especially to the “QA-environment vs the production environment”
issue. Ideally, The QA environment should be an exact replica of the production
system. Exactly the same OS, exactly the same Java version, exactly the same
hardware, exactly the same database version, and so on. Granted, sometimes the
costs involved mean that your QA environment will have to have less nodes, less
CPU power, less memory, and so on. Still, try to get as close the production
environment as possible, and bug your management once in a week to give you the
needed resources and budget. Only a replica of the production system means you
will really �nd the same bugs in QA like in production, and prevent disaster.

But of course, also the developer machines and integration systems should be as
similar to the production environment as possible. The sameapplication server, the
same database version, the same Java version, and so on. Makesure that you docu-
ment exactly what version of software needs to be installed on new machines, oth-
erwise everyone will just install the latest version of everything. E.g. if you have
Java 1.5.0 on your production machine, make sure that this iswell-documented in
your setup-guidelines, otherwise people might just install 1.5.1. This will result in
subtle bugs going unnoticed for a long time – or even until they occur in production
mode.

3.10 No access to QA-systems for developers

Restrict access to all environments to a bare minimum! Even though it may be
tempting to regard the QA- or Preproduction-environments as “just another in-
ternal system”, your developers and your deployment process should treat these
systems like real production systems. And since your developers should not have
(common) access to the production database, they shouldn'thave access to the
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QA database either. Read-access to systems other than development-systems may
be granted at times to facilitate bug search, but write-access should be denied ex-
cept for exceptionally urgent cases. Developers need to understand that changes
done to the QA-system must be well-documented and part of theregular and doc-
umented change-and-release-process. Otherwise, developers will start making mi-
nor changes on QA-systems (“I did this INSERT into the COUNTRY table just
to �x a really small and annoying bug”), but forget to apply the same �x on pro-
duction, or in all the developer-machines, leading to a completely worthless QA
system within a few weeks.

And of course only a very limited group of people should have access to the pro-
duction systems. They must be well trained and experienced in maintaining pro-
duction systems. And they must know the process for propagating changes back
to other environments. If a change is needed (e.g. a new indexon a database table,
or a new OS on an application server, or a new Java-version on the batch-server),
you also want to have this index on all other environments. But the more people
are able to change the database, the more likely it gets that someone implements
changes without telling everyone else. Also people will feel much more responsi-
ble for any change if they know they are just one of three who are entitled to do
changes at all. So use all the mechanisms your databases and operating systems
have to restrict write-mode to as few people as possible
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4 Database related

4.1 Make sure to “branch” your non-production
databases

Obviously it is not possible to versionize or branch a database. However, you need
a way to have the production version of your application still work, even after your
database tables have changed a lot because of new cool features implemented on
the main development trunk. We preferred a simplistic yet ef�cient way on my last
project: Copy&Paste :-) Oh my God, I can hear you saying, that's not versioning,
let alone branching. Yes, you are right, but it is fast and simple and no one needs
special training. Let's consider a simple example using a schema (yes, schema!
not table!) namedBANKINGin a Oracle Database. You are accessing the database
through a DataSource con�gured in your Application Server,e.g. you don't have
any con�guration �les which tell you what schema and database user to use (and
you don't have this in the code either!). Let's assume we are dealing with the
internal integration database (see staging environments 3.8 on page 22 for details).

Let's assume it is May, you are about to release version 1.5 ofyour software, and
it works �ne in theintegrationdatabase with the current schema's tables and data.
Now step forward two weeks. The developers have been workingon version 1.6 on
their local machines, written some incremental patchscripts for the database (like
ALTER TABLEandINSERT INTO country , and they want to see everything
works �ne in the commonintegrationdatabase (where so far 1.5 structures are in
place). Once you apply the SQL-scripts to the integration database, then your Ver-
sion 1.5 will not be working anymore with that database. So incase you suddenly
(and urgently!) need a hot�x (e.g. 1.5.1), you willnot be able to test it with that
integration database anymore.

To test a 1.5.1 hot�x, you could of course recreate your database with your “recre-
ate database from scratch”-scripts (see 4.4 on page 29) which you store in your
version control system, but that would mean a lot of extra work and time. All
you really need is a copy-paste-mechanism to backup your 1.5-schemabeforethe
changes get applied. For example, you can copy theBANKING-schema and name
the copyBANKING_1_5. You change the datasource settings of your integration
application server for the 1.5 deployment to this schema. After that, you can ap-
ply all the patches to theBANKING-Schema, and deploy Version 1.6 to the same
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appserver. Just deploy the 1.6 application on a different port of the application-
server or using another pre�x, add another datasource whichis to be used by
the new 1.6 release, and off you go. More patches to theBANKING-schema will
pour in during the next days, and when Version 1.6 of your software gets shipped
and deployed to production, you just have to repeat everything, making a copy of
BANKINGand name itBANKING_1_6this time, before you start working on the
1.7 release.

Now the major help will be that not only do your old versions ofthe software
still work, but you can also easily design hot�x releases foryour old versions,
e.g. hot�xes 1.5.1 to 1.5.4, since the 1.5-release may stillbe on production servers
until August. Those hot�xes can get the same intense testing, using exactly the
same data like when you were originally developing the 1.5.0version. And in the
long run, if you don't purge old versions too often, you will end up with a nice
Museum-Machine (see 3.6 on page 21).

4.2 Minimize dependencies to other schemas and
databases

When different applications use the same database schemas,then a change to a
common table requires that both applications are rolled outat the same point of
time. In case you company's deployment process mandates this anyway, then no
problem. But if your releases usually don't need much synchronization, then you
may have to do a lot of additional work. And additional work should be avoided,
in order to focus on the essential parts and bugs of your application.

Even though it is counterintuitive from a developers point of view, your new project
should have as few dependencies to other projects schemas and tables as possible.
Database reuse is much more dif�cult than code reuise. Especially simple, slowly
changing base tables for countries, currencies, language-codes and so on are usu-
ally thought of as “let's share them, they are the same everywhere anyway”. How-
ever, you should consider very very carefully before you reuse them from another
schema. Usually, at some point of time, the original owner ofthat table will want
to make a change that your code doesn't anticipate, and you will have to change
your DAOs for this – and what is worse, coordinate your software release with his.

So, even if it involves some redundancy, do consider making copies of tables in-
stead of reusing them, and set up a simple and stable way of automatically updating
data from the original table to yours. The original owner canthen add new columns
and re�ne the existing ones, add new countries or even introduce fake currencies
for World-of-Warcraft or Second Life – which you will not want to show up in
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your real-life onlinebanking application at all!! All you have to do is to slightly
change your import-sql-script, but you don't have to touch your applications code.

Even if your colleague's change to the country-table is a good and nice refactoring
– chances are that while the nice db-refactoring takes place, you are currently busy
doing something completely different (and much more urgent, according to your
CEO), and your boss will not understand why you have to beautify your Country-
DAOs while at the same time a bug in your code is annoying a few thousand
customers a day. With separate tables and schemas, you can defer your refactoring
to a more convenient point of time in the future.

4.3 Use declarative transaction management

I won't go into detail here, since there exist excellent papers on this issue. But it
can't be stressed often enough. Don't use the Local nor the Programmatic Trans-
action Model. Both get out of hand too easily, need lots of tweaking, and mainte-
nance is a nightmare. Even if your older developers want to stick to them because
they are so used to them, or the juniors don't grasp the concept at once: Just say
no. Transaction (Boundary) Management is a dif�cult beast in itself, and declara-
tive management won't make it easy. But the Programmatic andthe Local control
models make everything even twice as dif�cult in the longer run. While it is not
feasible to change an existing project, make sure you learn the basics of declarative
transaction management before your next project starts. And excellent resource to
learn about it and to compare it to the other models is the (free) booklet “Java
Transaction Design Strategies” [Ric06]

4.4 Recreating the complete database and its basic
content from scratch

While the production database obviously doesn't have to be recreated from scratch
once you are in production mode, all other systems have to. Why? To save you a
lot of hassle! Consider that anything is strange in one of your staging databases,
or that you have discovered differences between the databases in different environ-
ments: You don't want to spend a lot of time and effort researching what exactly is
different. Just recreate the databases, and continue pumping out code. Or consider
the work involved when a new developer joins your team. He should not have to
bother anyone else to help him create his local database. Andhe should de�nitely
not have to copy it from someone else – that will lead to lots ofdifferent database-
structures on all developer- and staging-systems. A new developers should just
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have to click one button (or hit the enter-key), and everything should be created
into his local database exactly like on everyone else's machine.

You must be able to recreate your complete database structure AND its core con-
tent with a single click (or “ENTER” from the command-line).In my opinion,
a hybrid approach works best. SQL-scripts (as simple text �les) to create for the
database structure from scratch, and code using some kind ofAPI to �ll in the nec-
essary basic content to get the application to work. If the application assumes at
least a few countries in the COUNTRY-table to be able to display a dropdown-list
in the userregistration-page, then this table needs some entries. Think similarly for
other basic data like currencies, sample customers, products, users, and so on.

Have your database creation scripts as ordinary text �les (*.sql). Once the database
has been created from scratch, it will need to be populated. It is very tempt-
ing to use SQL-�les too, but long and complicated “INSERT INTO”-scripts are
very dif�cult to maintain and understand, especially if youhave heavily relational
databases with many n:m-join-tables. Instead, just use theapplication API to �ll
the base data into the empty database. So instead of writing “INSERT INTO per-
son (id, name) VALUES (2,”Johnny”)”, use Java code like “Person johnny= new
Person(2, “Johnny”); johnny.save()” if you are using an O/R-Mapper. Or use “new
PersonDao().createPerson(2,”Johnny”)” if you are using apure-DAO approach.

You may have to recreate databases that are outside the developers reach. For
example you should not let developers have write-access to the QA-database
(see 3.10 on page 25), thus probably someone from Operationsor QA will have
to recreate and �ll the database. For this, they will not onlyhave to execute the
SQL-scripts, but they will also need to run your code – but they are no developers,
so they might not be happy at �rst, and demand the “good old SQL-�les” back.
Make sure there is a really easy way for them to run your program. They should
not be bothered to check out the code from VCS and build the project, since that is
complicated and also very error-prone. All they should do (after you have installed
the correct version of Java on their machine) is copy the binary from a well known
location, run a script (which unpacks and runs the code), andthat's it. They may
hate you �rst, but if you have prepared and tested this process thoroughly on your
own machine, and made sure the process worked �ne, they will love you later on
for making their lives much simpler.

4.5 Use a strict process for changing the database
structure

Each time a developer wants to change the database structure, he should �rst con-
sult the database expert in your team and get a sign-off (which need not be a formal
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process, just asking and informing him should be okay). Thenthe developer takes
the existing sql-�les to recreate the database, modi�es them like he wants them to
be, drops his local database and recreates it using the modi�ed script. Once every-
thing is working on his local machine, he can then check in thechanges into the
VCS, and tell everyone to update and recreate their databasestructure and content.

If you are in production mode, then the developer (and the db-expert) also needs
to �gure out how to create the incremental database-patch. But still, they must
also update the “recreate-from-scratch-scripts”. And they must make sure that all
changes have been properly tested on a local sandbox machinebefore anyone else
is confronted with the changes.

It is the responsibility of the developer changing the database to make sure that the
person maintaining the documentation really updates the schema documentation
and the diagrams, and prints out a new version of it and sticksit to the wall and
into your Wiki.

4.6 Try to defer incremental updates as long as
possible

When you are maintaining a database application that is in production already and
you want to change the database structure, you have to provide some sql-scripts
like “ALTER TABLE person ADD COLUMN birthdate” – an incremental change
to your database. If you are not in production yet, but have some staging databases
running, like QA, Preproduction or even a non-public production database, you
may be tempted to work just the same, e.g. write incremental database changing
scripts for each new release you are deploying onto one of those systems. For
example, there might already exist some data in the QA-database, and the QA-
people don't want to lose and recreate it. Another reason fordoing incremental
changes already before the production release is of course practicing the whole
development-cycle, so that you don't run into unforseen problems once you are
online.

Basically, there is nothing wrong with this idea – if you havelots of time and
people! However, since on normal projects you are either understaffed or have
too little time, you should consider cutting some corners here. While I totally
agree that you should practice as many routine tasks before going live, incremental
database changes are one of the few issues where the ratio between knowledge
gained versus effort invested is pretty low, due to the high effort. And what's
more, when going online with a new piece of software, you are likely to �nds
dozens or even hundreds of bugs that have to be �xed. Usually in the code. So
after release 1.0, you will probably not need structural database changes for a few
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days or weeks anyway, since you are busy �xing all the glitches in your code. A
perfect opportunity for your database specialists to to more research in incremental
database updates.

If an early release date can make your manager happy, while hecan live with a
certain slowdown regarding fundamental changes after the initial release, do con-
sider recreating the databases from scratch (on each staging environment) each
time the structure needs to be changed or extended by some developer. Of course
this requires you to maintain a script to completely recreate the database and some
interesting content from scratch, using a automated script. (You should have such
a script anyway, see 4.4 on page 29). And that script must be able to �ll in reason-
able amount of data from scratch as well – e.g. a few realisticuse cases for QA,
and maybe some hundred thousand entries for loadtesting.

But as long as you are in the middle of development phase, you shouldn't bother
to write incremental scripts, unless you have unlimited time and people at your
disposal. Especially for major changes, it is much easier for a developer to change
his database-creation script, drop his database and recreate it from scratch, than to
think hard how the migration path for the data in the databasewould look like.

4.7 Preventing mismatch between database and
application

A common danger is that you deploy code to an application server but forgot to
apply the corresponding database-change-scripts. Or thatsome database patches
rolled back unexpectedly. Or that a database patch was deployed to the target envi-
ronment long time before the code was deployed: E.g. that theDBA thought you
wanted him to execute the “alter-table-scripts” on the QA-database immediately,
but since the application server guru was ill the new software release was never de-
ployed to QA that day. QA however encountered really strangebugs, wrote seven
new bug reports, and even recorded automatic tests to hunt down the problem.

You might not even notice that the code and the database are out of sync, since the
code referring to the now outdated database (or the outdatedcode referring to the
up-to-date database) might only be executed very seldom, oronly weekly, or the
error-message might not be detected (“only” by the customers, haha).

And don't be tempted to think this is “just” a production- or QA-environment prob-
lem. Even the developers working in your integration environment can lose hours
and days (even weeks) of work by trying to pinpoint this strange phenomenon that
only occurs infrequently or manifests itself in completelymisleading error mes-
sages.
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However, with just very little effort, you can solve this problem. You need
two things: a table named “patch”, containing a (self-de�ned) id, and a patch-
description. Each logical unit of change to the database structure (e.g. altering
a table, dropping another one, an creating two new ones to enable a new fea-
ture) must additionally write to this table (within the sametransaction!). The Ids
can be maintained on a Wiki-page, for example, or on a whiteboard. The code
(upon starting up) needs a module which contains the corresponding patch-ids ei-
ther hardcoded or as part of a text �le which is part of the deployment binary. This
module will compare its hardcoded ids with the ids it �nds in the database. If
there is a mismatch, some kind of feedback must be given. Thiscould be: appli-
cation refuses to start, or the application starts but all screens get a small red note,
or a special status page displays an error message, or a warning SMS is sent, or
anything else. As long as it is visible to the person in charge.

Once you have this basic mechanism in place, you can go on and spend more time
on it – maybe it is okay if the code is ahead of the database in some cases. Maybe
the other way round in other cases. You'd have to create �ags for the patches in
your code. Or maybe there are dependencies between the patches which you want
to check for: if patch A has been applied to the database, thenpatch B must be
there as well. You name it. This is optional stuff which couldbe nice, but it is not
half as important as having at least some way of determining that the code matches
the database at all.

4.8 Verify that the database and code match –
before deploying

Having the web application report a mismatch is a nice thing.But if you can
spend some more hours, you should indeed consider creating asmall command-
line executable which does this testing for you – from... well.. the command-line!
Before you deploy! All you need is to be able to extract the binary (e.g. the WAR-
�le), create a classpath, and run the new additional class-�le, which does nothing
else than connecting to the database and comparing the patches.

Alternatively, you might want to create a separate web application from a subset
of the war-�le, which is deployed independently, and which can be used to check
compatibility before the real deployment takes place.
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5 Availability and Con�gurability

5.1 Have a general status page

If something does not work like expected, you will want to know as much details as
possible about the application and its environment. You should have a dedicated
web page in your application that displays about everythingyou want to know
about your application. What jar-�les that are part of the war �le, and what are
their version numbers. Was there a problem (e.g. a warning) during build-time?
You will need the the build-log�le. Maybe there is a problem with the application
server machine? Display detailed information about the system you are running
on. Possibly even runPS or TOPfrom your application and display the result on
the status page so that you can see what is going on on that application server,
without having to ask someone from Operations. Dump all the threads onto this
page too – in case one of them gets stuck, you don't have to sendsomeone to fetch
a threaddump on the machine, you just open that statuspage. The list goes on an
on. Some information can be generated at runtime, other (like the build log, which
might contain interesting information too) needs to be recorded and stored in the
binary �le during or after the building. It takes less time tocreate such a status page
than you might think, and will provide you with the really important details when
you need it. It even makes anice task for junior developers and for new developers
that you don't want to work on crucial parts of the application yet.

An very obvious but also very important note: Make really- and extra-sure that this
status-page is not accessible to the public. Attackers would misuse the information
provided there immediately.

5.2 Display the version number and other core data
on each web page

Display the version number, build number, VCS-branch, etc in all the web pages
in all environments except for in production. Also include the application servers
node-ID if you are working in a loadbalanced/clustered environment. Showing this
information will make it much easier to �nd out whether the application is really
deployed to an environment – maybe deployment failed and there is really still
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the old version lingering on. When you put screenshots describing errors into your
issue tracker (see 8.3 on page 58), you will automatically see on the screenshots for
which version of your application the bug was reported – evenif the bugs reporter
entered wrong data or missed providing the data completely.

If you are working in a sensitive area like �nance, you may notwant to display
information like this to potential hackers, so you will onlywant to display this
information to authorized users, e.g. only when the clientsIP address is inside
your companies range, and you have supplied some kind of password. Attackers
could misuse the version number and appserver-name, don't make it available to
them.

5.3 Enable switching the loglevels at runtime using
a web page

A very simple and yet very helpful tool is to have a simple web page (could be even
just a JSP) which displays all the currently set loglevels, and also provides buttons
or dropdown-lists for manually changing loglevels at runtime. This enables you
to switch on some loggers on a production system that are usually switched off,
without having to to �ddle with con�guration �les or having to restart the system.
Note that this can get tedious in a cluster, you may have to change settings on all
nodes if you don't know on what node the code will be run the next time. But
when you want to reproduce a problem in the production systemby yourself, you
usually only need to con�gure the loglevel change on one node, and force access
to that nodes by addressing it directly.

5.4 Enable switching off parts of your application at
runtime using a web page

Consider a major web application with lots of pages and features. Now image a
new software-release that changes the database heavily, sothat you can't revert
to the previous version once it has been deployed. And now imagine a major
bug in the user registration process. All customers suddenly receive completely
garbled welcome messages, and their accounts are locked once they try to log in.
The rest of the application works �ne though. You need to do a hot�x-release
immediately (it helps to have continuous integration and deployment, see 3.1 on
page 16 and 3.5 on page 20), and your developers and operatorstell you the �x
can be implemented and rolled out within three hours. That'snice, but what about
the hundreds of customers that will be registering until then? Switching off the
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complete application is not an option either, since that would mean loss of users
and reputation.

In cases of emergency like this, it will help to be able to switch off parts of the
application by clicking some button on a simple maintenance-page. You would
open up that page, select the registration-panel and just disable new registrations.
End-users that try to register will then get a prede�ned message: “Sorry, because of
maintenance work we are currently we are not accepting new registration. Please
check back tomorrow”. While the rest of the application willcontinue working
just �ne.

Sounds like lots of work? Well, not really. You just need a con�gura-
tion class/module, which can be manipulated by a single (simple and ugly)
con�guration-page, and you need all major parts of the application to question that
module for certain settings, and provide a way to deal with “turned off”-results.
A registration page may then choose to display a “sorry, service unavailable”-
message, while a small info-box like “your last login was on Sept 12, 2005” in the
users dashboard would just remain empty, with not special message to the user.

Remember that these special conditions will only occur veryrarely, you don't
have to put much work into making them beautiful. They only serve to keep the
application online and functional until the hot�x arrives,and to prevent your CEO
from summoning you into his of�ce. Usually, a junior developer should be able
to create such a con�guration page plus twenty con�guration-breakpoints into the
application within two or three days – you don't have to bother your precious
seniors or architects with a task like this.

5.5 Enable switching settings at runtime using a
web page

While some settings may never change, others will. E.g. yourhardware-team may
decide to reorganize the servers, and add a more powerful email-gateway. Or your
SMS-gateway provider decides to rename their servers on short notice. No matter
whether your con�guration is stored in text �les or in the database – you will need
physical access to those text �les or the database. This can be harder than it sounds,
since your operators may be busy doing other important work –so make sure that
for emergency cases, you can easily change the settings through a web page as
well.

This also has the advantage that webtests get a convenient way of changing the
applications behavior in order to facilitate testing. (Andeverything that makes
testing easier is good, since systems that are dif�cult to test are usually not tested
at all)

36



5.6 Provide dummy or fake implementations of
crucial modules

Imagine that your programmatic loadtests wants to stress-test your web appli-
cation's registration process. The registration process will automatically send a
welcome-mail to newly registered users. However you know that the mail server
in your development&integration environment is not capable of handling dozens of
mails per second. You still want the continuous integrationsystem to run that au-
tomatic suite. What you need is a possibility to con�gure theapplication to do ev-
erything except really sending the mail. E.g. you DO want that the mail body gets
prepared, the mail greeting personalized, and the attachment generated, but you
DON'T want the mail to be sent. One solution would be to have a switch inside the
mailer-class: “if (sendMail) then mail.send() else logger.debug(mail.toString());”.
However, this would mean that you change your business application logic just
because your integration-server is not performant enough.You could to this, and
it is better than skipping the registration test completelyall, but you might want to
use another, cleaner approach. For example, you could have the real implementa-
tion and a fake implementation, and a con�gurable online-switch page that decides
which implementation to use (see 5.5 on the previous page). Make sure that you
separate the preparation of the mail and the real sending into different classes,
and that really just the technical act of sending gets moved to the strategy-pattern
mailsender. For special purposes that need extra con�guration, just code that into
the switch class.

UML diagram still missing... :-( Told you this paper is stillin alpha state!

A setting like this would enable you to a) switch off mail sending completely, b)
turn on all mail sending, and c) to send mails only that end in “@mycompany.com”
(which would be implemented by allowing the switcher class to decide which im-
plementation class to use)

5.7 Combine fake implementations and
con�guration pages to make your application
end-to-end-testable

Combining the advice to con�gure your application through web pages (see 5.5
on the preceding page) with the advice to provide dummy implementations of
crucial modules (see 5.6) will enable you to end-to-end-test even the most complex
(and previously untestable) applications using automaticwebtests like JWebUnit
or JMeter.
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Imagine that your application sends a random password to thenewly registered
customer by mail. The customer has to use this when he logs on for the �rst time.
How can you create a automated testplan for such a scenario? One way would be
that the test knows how to look up the password in the database. However, that
makes the test ugly, error-prone, dif�cult to maintain and inhibits change. Also,
you should not store passwords unencrypted anyway. Like mentioned in the sec-
tion about setting the loglevel, a system is much easier to maintain if there exists
a maintenance web page (that is only accessible on the QA-system, not in pro-
duction of course!) which for example allows to change the password-generation-
algorithm from “random password” to “always set password to'pw123”'. Then
the automated test could just call the maintenance-page, switch the password-
algorithm, register a new user, and it would know how to log inthe newly created
user, since the password would de�nitely be “pw123”.

This example could be even extended to make the password fully con�gurable
through the maintenance web page, and the test could be made to enforce a self-
selected random password using regular HTTP-requests to that maintenance page.

Or, taking this example another step further, consider yourapplication depending
on another application. In production mode, your application calls the other ap-
plication, e.g. in order to initiate a money transfer. For your unit-tests, you have
created mockobjects in order to test the application without the external applica-
tion, and to check how the code behaves in case the external system were to report
a problem. Wouldn't it be nice not just to rely on the unit-tests, but also to test the
real application with these mockobjects? Why not have a con�guration page that
enables you to select a mockobject which will be used from then on instead of the
real object that calls the real other application? And to even con�gure that mock-
object how it will respond when called? A webtest could thus force the application
to use a mockobject that returns a speci�c error message like“not enough money”
or even “other application timed out”, and check that the correct error message is
displayed to the end-user.

5.8 Don't store system or program con�guration in
the database

Most system and program con�guration can be safely done in con�guration �les.
By con�guration I mean “what is the mail server name”, “whichis the port number
of that webservice”, “what is the password of the SMS gateway”, and so on. Not
userbased con�guration of course. Don't put stuff like thisinto the database, at
least not until you have a REALLY good administration interface for it which in-
cludes version support for changes to settings, grouping ofsettings, fulltext and
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regular expression search, comparison of settings in different staging system's
databases, and so on. All of those features are required onceyou have more than
a few dozen settings (and that happens very quickly). A simple con�guration text
�le that is checked in into the VCS and gets packaged into yourdeployment �le can
be easily searched, similar settings can be grouped into thesame part of the �le so
that you can see similar settings at a glance, GREPing is easy, and the VCS-history
shows you who changed what setting when.

5.9 Implement really good exception reporting

Everyone knows that just dumping the stacktrace is just not enough, and that you
should pretty-print some of the reasons that might be the cause of the exception.
However, you can do a lot more, as I found out. In the Wirecard project, our
architect spent a few extra hours to provide us with a really excellent exception-
reporting-module that went far beyond anything I have seen so far. And the few
extra-hours paid off within a week, because in 80% of the exceptions we could
now just skip the tedious log�le-searching (where usually other sessions overlap
session you really care about), since most relevant information was part of the
exception-report. The exception-reporting-module not only printed the stacktrace,
but also

� the clickpath of the end-user including all parameters (except for sensitive
data)

� the current users past 50 logger output lines (that had been saved in a small
cache by the exception-reporter-module)

� complete session data of the user (except for sensitive dataof course)

� build number and of�cial release version

� machine name & cluster node name

� some of the more important and often-changing settings

and lots of other small details that were speci�c to the application. This enabled us
to easily hunt down bugs that we found in the log�les – even if no one knew what
had exactly happened to cause the exception. And when none ofthe developers
had the time to look for the bug's cause when it was found, we could also just store
this exception report in the issue tracker, to solve it on another day.
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5.10 Have your qa- and production-environments
propagate errors and exceptions proactively

Its nice to have all the bugs and exceptions in the log�les, but do you really check
the log�les regularly? Unless there is a really well-de�nedprocess, it is strongly
recommendable to have them pushed to a group of recipients (e.g. to two devel-
opers, to two operators, and to the team lead) instead of relying on a pull mech-
anism. This could be achieved by a simple email-module whichgets called by
the exception-reporting-module (see 5.9) and sends mails to a con�gurable list of
recipients. Or you could use syslog, or some commercial tools for this. Just don't
rely on writing to the log�les only, since many exceptions will go unnoticed there.
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6 Software Architecture

Uhm, if I were really to write about software architecture here, then I would have
to write several hundred pages, and compete with some reallyexcellent books on
software architecture. I can assure you, I won't try that. All I want to do here is to
recommend a few simple strategies that may help you manage your Java projects
better. No need telling you that of course you still need a good architect on the
team who knows his stuff, and plenty of proper books.

6.1 Use AspectJ to enforce coding-standards and
module-boundaries

In the old days, I used to split source code by layers or modules into different
source-folders right from the project start on, having separate build scripts and
build artifacts. This enabled clear separation of code by module, so that no-
one accidentally broke constraints like “don't call the GUIlayer from the back-
end layer”. However, after I discovered the joys of Aspect Oriented Develop-
ment, especially with AspectJ, I have changed my mind. With AspectJ, you can
easily de�ne rules that will be enforced at compile-time, like “never allow calls
from com.mycomp.backend.* to com.mycomp.gui.*”. Additionally, you can add
much more �ne grained rules that you couldn't easily add if you only relied on
folder&compilescript-separation. And what's more – if youreally have to make
an exceptional hack because of a urgent production problem and your boss is re-
ally annoyed already, then you can – the hack will be very welldocumented (in the
form of an an exception to your rule) in your AspectJ-�le, andyou can work on a
better way after the production bug was �xed.

Have a look at [FM06], the slides (PDF) for a presentation that I held with Gerhard
Müller at the “Gesellschaft für Informatik, Regionalgruppe München”. It provides
a gentle introduction to AspectJ, and shows how to use AspectJ-rules to maintain
a nice and clean project even with just one source-root. If you want to know
more about the joys of aspect-oriented programming in general, and about AspectJ
in detail, have a look at the excellent book “Eclipse AspectJ” [CCHW04a], also
recommended at the end of this booklet, see 14.2 on page 100.
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6.2 Use AspectJ to restrict (or allow) access to
classes and modules

Sometimes the four regular access controls for java methodsand classes may not
be enough. You may want to force all developers to use the Factory pattern to
create certain objects, but it may not be possible (or lots ofwork) to make all
the objects package private, the have to remain public. So how to prevent your
junior developers, or the ones who don't care much about rules, or the ones that
are new in your project, from directly accessing your objects? Well, you can use
AspectJ to de�ne precisely who may access your objects (e.g.the factory class,
and two or three others), while every other invocation will result in compile-time
errors. Sure, the juniors might decide to change the AspectJ-�les, but those are so
few that you should have any change to them monitored by the architect or some
senior developer anyway. See Code-Reviews.

6.3 Breadth-�rst decoupled Service-Layer
development using Interfaces and empty
Implementations

In a ordinary J2EE-setting, you have probably four layers: UI, Service, DAO, and a
utility layer. Like described in chapter 8 in the excellent “Java Transaction Design
Strategies” book[Ric06], the service layer is where the transactions are handled (if
there are any, that is). Services can call other services to accomplish their tasks,
e.g. the RegistrationService may not only call the UserDAO to store the new user,
but it may also call the EmailService to send the user a welcome-mail.

The Service-Layer contains lots of modules that are are using each other, but in-
dependent of each other. This makes an excellent opportunity to have the architect
sketch the overall design, creating the interfaces of the services �rst, and having
“ordinary” developers implement them later on.

Once the architect has sketched these services, create dummy implementations of
the services that do nothing at all, and make sure that they are actually USED in
your code, even though they do nothing yet. Make sure that theRegistrationSer-
vice really calls the EmailService.send()-method, even though the EmailServi-
ceImpl.send() method only logs “Would send email XYZ to userABC, but I have
not been implemented yet!!”.

This breadth-�rst development enables you to get a feeling for how the complete
application will behave, and to refactor it early on when youencounter problems
with the design. You will probably have dozens of empty implementations at �rst,
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but you can have them implemented one by one now, even by newlyadded team
members, which makes adding new members even to a late project more attractive
(see 7.12 on page 50). In case you are facing a really tough deadline, you may even
decide to leave some of the implementation un�nished, e.g. if you were planning
to log all emails to a database using the EmailLoggerService, you can just leave it
un�nished, logging to the log�le for now. Especially modules that get called from
many places in the code pro�t from this breadth-�rst approach: Adding the calls
later on risks missing a few locations where you wanted to addthe call, whereas if
you knew the module all the time and used it properly, you willhave all the calls in
place, and implementing the module itself requires no knowledge of the complete
application and where to put the calls.
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7 Development management in
general

7.1 Use an iterative, timeboxed development
process

Just a very short summary on a very important issue (probablythe most important
one!): Iterative means that most parts of your projects happen all over again and
again. There is not just one time in the project where you wrapup your application
and deploy it to the production server, you do that a dozen times, at least once at
each end of an iteration (which may last anything between a day and a month).
Timeboxed means that you don't extend an iteration by “just afew days” to get
some planned but missing features right – you move them to thenext iteration
and focus on �nishing this iteration on time anyway, deploying to the next staging
system whatever is �nished by, say, wednesday 2pm.

This is a really big issue which I can't and don't want to explain further here,
since it would �ll a few books of its own to go into detail. Please refer to [Kni07]
for an excellent and easy introduction to using the iterative and timeboxed Scrum
process. I just want to stress that timeboxing is an excellent approach to iterative
development, which novices tend to undervalue.

7.2 The Cookie-Rule (How to punish and have some
fun at the same time)

If someone does something really stupid – e.g. breaks the build on the Continuous
Integration system, disobeys your most important coding rules, or fails to prepare
a presentation on time, apply a form of mild penalty. Penalties must not be humil-
iating nor expensive, but they should be visible in some kind. You might consider
setting up a Wiki page with the names of punished people, or put their names on a
blackboard, but in my opinion that is just disgusting!

I have had some excellent experience with the Cookie-Rule: The person being
punished has to go to the shop and buy some cookies, candies, or ice cream for all
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the developers who suffered, e.g depended on the CI which he crashed. This is a
good way of at the same time applying penalties AND reconciling angry develop-
ers AND you also have a supply of cookies in your of�ce all the time. Also, since
everyone does something stupid once in a while, everyone will be the once buying
ice cream sometimes.

Sure, the Cookie Rule sounds a bit childish at �rst, but it really works. Imagine
a silent of�ce. Everyone is working hard. All you can hear aremouse clicks
and keystrokes. Suddenly someone shouts “ARGH, CruiseControl broke!!”. Five
seconds later, n-1 people shout “COOOKIEEES”, and one person sneaks out of the
of�ce red-headed to buy some ice cream. Five minutes later, everyone is happily
munching on their ice cream, and the problem is �xed after 10 minutes! No-one
feels angry at the developer who broke the build, the person didn't suffer much,
and still you can be sure he will be much more cautions before the next commit.
Just perfect!

When introducing this rule, make sure to do some mistakes by yourself �rst, or
make someone who likes the rule fake some mistakes, so that everyone knows
how it works and that it can be fun and entertaining instead ofhumiliating. If
some people really hate the idea and resist really strongly,don't force them. But
make sure that they get what they deserve by other means – for example by taking
them out for a four-eyes-only talk, where you pinpoint theirerrors one by one. If
people don't want to be criticized in a fun way like through the cookie rule, do it
in a serious and private manner instead.

7.3 Make sure that people really know their tools
well

I have seen intelligent developers using a powertool like the development environ-
ment “IntelliJ IDEA” as if it were Windows notepad. Quite shocking! They were
of course only half as fast as they could have been. It was a very delicate issue to
train them without insulting them – after all they were quiteintelligent too, and I
needed their support. I decided to do some informal trainingas in the manner of
Academy meetings, pretending to address mainly the junior developers, but urging
the seniors (whom I really wanted to address) to join anyway for the team spirit
thing. I did three sessions (since I had been using IDEA before), and afterwards
tried spreading some knowledge here and there while doing some pair program-
ming now and then. It was dif�cult to get people to use the advanced features of
IDEA, let alone the keyboard-shortcuts, but step by step they did get better. Some
people certainly hated me for being the smartass, but I couldlive with that for
a while, since an inef�cient team would have made me look bad in front of my
superiors, which is even worse.
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However, of course you are not very often in the comfortable position of knowing
more about tools and libraries than developers do, so you have to try asking gentle
questions to �nd out wether everyone is at the same level or not, you have to
foster a culture where people are not afraid to ask questions, where people who
�nd out new stuff are praised for sharing their knowledge, and where no-one gets
laughed at when he discovers a feature that everyone else knew about for years
already. If you can �nd people who are good at something, makesure that they
regularly present their stuff at the regular Academy Meetings (see 9.2 on page 67).
If you can't �nd people who are good yet, try to make someone (e.g. a junior
developer) learn more and present it to the crowd. If the matter is too complicated,
or the seniors won't accept to listen to a junior, you may haveto hire an external
consultant to prepare some presentation and training.

Introducing such a process and working culture is very dif�cult. Be careful and
consider thoroughly wheter you really want to tackle the most important issues
�rst. The most important issues – like people completely misusing an otherwise
good tool (I have seen people using a UML-usecase-diagram tomodel a decision
tree!) – are usually the most delicate ones, and people won'tbe happy if the
new guy questions everything they believed in so far. If you can, try to introduce
training concepts in less sensitive areas, try to train people on the less important
tools or on new tools �rst, and only go and tackle the big problems after you have
gained some respect for yourself and for the way you perform your training, be it
Academy meetings, sending people to workshops and conferences, or just making
them read books. Once people respect you, try to tackle the big issues.

Making people learn new stuff is dif�cult, but it is usually worth the effort and the
trouble.

7.4 Use the latest stable tools when appropriate

I read somewhere that usually only the inexperienced young people use the latest
tools. Hmm, I disagree, and I met enough experienced people to know I am not
the only one disagreeing. There is a reason why new software tools and programs
keep popping up all the time: They actually are getting better. And that's pre-
cisely why you should use them! While the principles of mathematics and physics
rarely change, the craft of software development undergoesconstant change and
improvement. Well, you knew that, it is part of why IT jobs aremore exiting than
others. Interestingly though, some managers like to cling to the tools they had used
when they were developers. These tools are stable, reliableand well known after
all. And when checking out new products, managers seem to seeonly the costs
involved in buying tools and training the developers. That is sad, since in addition
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to the latest tools enabling your team to work smarter, most developers like think-
ing of themselves of working with state of the art tools, so most will actually like
learning new stuff and get more motivated.

The main obstacle to using the latest libraries and frameworks is of course legacy
code. Retro�tting a legacy application with the latest web framework can be a very
very time consuming task, and it will usually not worth the hassle. Especially if
you don't even know that new web framework. General tools on the other hand
can and should be upgraded easily, even during a ongoing project. Why use an
outdated issuetracker, an unfashionable Continuous Integration System, ancient
IDEs or Version Control-Systems from the early 70s, there isjust no point.

Regarding libraries and frameworks, there are some obviouspoints when you re-
ally should switch so something new:

� When it comes to developing new products from scratch: Use the latest
(stable!) tools on the market. If in doubt, use open source tools and make
sure to copy the sourcecode into some safe place.

� when there is a major version upgrade in a tool that you use, and you plan
to continue using that tool in the future (e.g. when your favorite appserver
changes from 1.5 to 2.0, when Java changes from Java 5 to Java 6, when
your commons-library changes from 1.4 to 1.6, and so on). Don't delay
major upgrades unless you have really good reasons.

� when developers complain about one tool more than about the others – don't
change all the tools at the same time, but change the one that “hurts” most
�rst

7.5 Reward hard work

Another of these “sure thing”-issues which seem never to happen. Once someone
is in the position of team lead or project manager, they have to work much harder
than before, get used to longer hours, and assume others willwork longer hours
too. It is so easy to forget that a team lead's reward is the higher paycheck, the
nicer room and the higher work-satisfaction, while the “normal developers” don't
get those extra. Don't expect more work from other just because you do work
more. And if someone really works harder than the average, make sure that they
get rewarded in one way or the other.

Rewards could include anything from bonus cash to time off, new computers, new
monitors, a company event, delaying the next deadline by twoweeks, or others.
A good idea is always to ask people what they like, not just decide. Maybe one
developer will rather take a 100$ cash home, while the other would prefer getting
new RAM worth 200$ into his machine.
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7.6 Don't underestimate coding

Another important lesson, closely related to “Reward hard work”: Don't forget that
while managing a project is more stressful, it is at the same time less exhausting
than coding for example.

After 8 hours of coding, quality decreases rapidly. During meetings on the other
hand, it is much easier to rest the mind for a few minutes whilesomeone discusses
a problem related to another projects, or while you wait for someone to get off their
mobile phone, or while suddenly a discussion about that new tech-gadget emerges.
So while meetings are exhausting too, and quality decreasesthere after long hours
too, it does not decrease to steeply as a coders work for example, meaning you
can go on working 10 or 12 hours while still being quite productive. Don't expect
those long hours from your developers! And in case they join you in a crunch to
manage some deadline, remember to reward them in some way or another, even if
no-one rewards you.

7.7 Get a separate small budget for your project
team

The budget should enable your team to buy stuff in addition to“normal” devel-
oper machines and “normal” software licenses that the company pays for each
developer anyway. You need the budget that you can use to buy special software,
an additional huge server, some nice furniture for the developers ugly 10-people-
room, or to just invite people for a drink after a successful software release.. Don't
spend that budget too early, but use it to buy stuff that the people in your company
wouldn't approve of. E.g. if they have never heard of continuous integration, they
may not approve of someone spending money on a machine which “just builds
stuff that could be built on a developers machine as well”, for example. It is just
nice not having to discuss too long about this, when you have your own budget.

7.8 Good times to get a budget

The best point in time is during contract negotiations. You have to talk about
money anyway, why not include it here. Once you are hired, it can become dif�cult
to get a budget. While you are still new with the company, you may be too shy
to request a budget for your team, and once you have settled in, the very idea of a
project lead requesting extra money for the team might raisean eyebrow or two. If
possible, get a written approval at the same time you sign your contract. If it is too
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late for it, �ght for a budget the next time your team did something successful, like
an important release, winning back a big customer, �xing some dangerous exploit,
or improving overall performance of the application.

7.9 Accept constant changes to requirements

No, wait, don't get me wrong – you should try to minimize theseof course. But
you shouldn't make the mistake and get zealous about not accepting change either.
Each time the requirements (or the ordering of delivery, forexample) change, your
project will take longer than initially projected. But thisdoes not mean you should
spend all your energy in telling your boss or customer that they can't change the
requirements all the time. After all, the marketplace is changing, and if the mar-
keting department comes up with a new idea, then it might justbe the feature that
distinguishes you from your toughest competitor. If you cling to the initial require-
ments as de�ned during the �rst weeks of a 6-month project, then you will soon
have quite a few enemies in your company or even with your customer.

You need to clearly tell your boss or customers that each change costs time – even
just considering to change the requirements and provide newestimates takes time.
Then provide an estimation of how much more time the new changes will take,
and get a sign-off that the delay is acceptable. Or get rid of other features at the
same time. But you have to accept that in a highly competitivemarket, there will
be radical changes all the time. Just because you are glad that you have managed
to de�ne a nice product spec doesn't mean that they are carvedin stone. It may be
necessary to discard 25% of it after a month and rede�ne from scratch. It may be
annoying that the marketing people didn't come up with that new idea a month ago
– but hey, doyouget it all right the �rst time? Then you wouldn't need iterative
development, right? So, just don't spend you energy insisting on the original plans,
just move on and change those specs! Although it sounds easy when you read this
– I found it very hard to let go of original plans, and I know plenty of people who
hate it even more than me. So, don't laugh at us until you have been in a similar
situation.

7.10 Continuous reviews for special artifacts

While most normal code reviews should be done by random persons, I believe
that a few important �les should be continually be reviewed by designated senior
developers and architects. Every change to central �les like AspectJ �les, Spring
AOP-Files, Transaction Management con�guration �les, really important setting
�les (webserver, security, encryption, etc), and your own core classes should be
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automatically detected and reported, e.g. by mail, to the person responsible for
this. It does not mean that the normal reviewer should ignorethose �les, but that an
additional expert should have a look for potentially devastating effects of changes
here

7.11 Maintain a list of technical debts that newbies
can �x

If your boss doesn't allow your senior team members to �x accumulated debts
(“Refactoring just slows us down!”), then consider assigning these tasks as warm-
up exercises to new team-members.

Under time pressure, you will have to make some shortcuts. Some hacks, some
code not cleaned up, some tasks only �nished 80%. The application works �ne, but
these code smells call for refactoring and improvement. Sadly, each new release
is the most important one to your boss, you will never get the time to clean up
stuff. However, when new employees join your team, this can be a chance to pay
back some debts. Often, technical debts can be �xed without knowing the details
of how the application works. Let them do the tedious-but-important refactoring
(if suf�cient testcases exist). Let them upgrade the libraries to the latest version.
Let them separate some modules that accidentally got too intertangled. And so on.
You don't want newbies working on your most crucial modules anyway: Even if
they performed well at the assessment test there is still thedanger that they were
just lucky to get through. When technical debts have to be settled, there is usually
a smaller chance of getting things completely wrong, since these tasks are well
de�ned and testcases exist as well. If they should fail miserably, you just have to
revert their code. Since no-one else will have worked on thistask, no “good” new
code by your senior staff will be lost. All you have to do is maintain a list of these
debts, so that you can choose the most appropriate ones for your newbies when
they come to your team.

7.12 Adding new people to a late project does not
always make it later

Everyone knows the rule of “Adding people to a late project makes it even later” by
Fred Brooks, mentioned in the (probably most-cited) blockbuster “The mythical
man month” [CCHW04b]. In general, this is of course true, since in general a
late project is often a badly-run project, and since the costof training new people
usually slows down the productive people, and since even when adding experts
software projects don't scale lineary.
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However, if your project is generally well-maintained, andit being late just refers
to not making some unrealistic deadline, then you should notdismiss the idea of
getting in more people. There are a few good reasons: They arefresh, highly
motivated, and might point out some problems you didn't realize, and provide you
with new ideas to solve things. And they will be still fresh after the deadline was
met: While your core crew will need a few days to relax, the newpeople can clean
up the aftermath or tackle smaller problems that occur, without having to call in
the senior staff.

Of course, you have to consider carefully what tasks you can assign to someone
new without impeding your core team. And you will have to havereally good
setup-documents, clean code, transparent Wiki and issue tracker, and the new peo-
ple must be really good too. But if these preconditions are met, why not make
the new people assist the existing crew, e.g. by taking over documentation tasks,
reviewing code, writing additional tests, and solving the smaller coding tasks, and
growing into the project step by step. In a well-run project you will also be able
to �nd decoupled modules that have little ripple-effects onother modules and that
can be worked on with little knowledge of the whole picture (see 6.3 on page 42)

Like said before, you need to have a well-maintained projectfor this to work, and
the deadline shouldn't be just three weeks away. But if you have been working
for six months, and the deadline is still two months away, then organic growth can
help you achieve your goal faster, maybe even in time. And it will certainly make
the cleanup-easier.

7.13 Consider reducing your body count

You and your team will not only be measured by achieving goalson time, but
also by general speed and throughput. And although it is unfair, your team will
be measured by work-done divided by the number of people on the team. So
even though your underperforming (though not bad!) developers do contribute
to your project, and you quite like them too, unfortunately they make your team
look bad in the long run. Each time a new deadline is discussed, or your team's
work is evaluated, someone from senior management will be saying or thinking
“your team has so many people (e.g. 9), you should be able to dothis work in
three months”. To most senior people, developers are developers, and the more
you have the faster you are (linear, that is. I even heard �rsthand about managers
trying to convert 50-year-old mainframe-developers to full-blown Java developers
by sending them to a two-week-workshop!)

This “developer is developer”-tale is not true of course, and it is even less true
with underperformers. You can try to explain to the senior managers each time
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that your team has actually only 6 good people, that the otherthree do valuable
work but don't add speed, and the manager will nod, but not believe you, or forget
it by the next time a deadline has to be discussed. So in this scenario, you should
really shrinking your team. Getting rid of the 3 underperformers will slow down
your project, but it will help you arguing about deadlines later on a lot, saying “We
can't do this in three months, we only have 6 people, give us four months instead!”
And in case the senior manager remembers that you had 9 peopleonce, he is very
likely to understand that you had to get rid of underperformers. Does this all sound
very Machiavellian? Probably, and I don't like it either, but unfortunately this is
the way many senior managers are.

Please note that I don't recommend “you should �re people to get a smaller team”.
Unless your company is really small, chances are that there are other teams that
might be happy to get some extra developers, even if they are not exactly code-
gurus. Or there might be some tools or processes that need to be evaluated, and
your underperformers could do some research and prototyping. Or they could
form a separate refactoring-squad which helps out other teams, without being part
of that team. Or maybe some of those people might be interested in doing some
QA-work? Be creative!

7.14 Biweekly iterations

Although my favorite development process Scrum suggests 30-days-iterations, it
can be very valuable to use biweekly iterations in the �rst months of major projects.
By using such short iterations, you can prevent unpopular tasks from being ignored
for too long. Especially code reviews, good deployment scripts, properly working
unit-tests, and setting up stable branching- and continuous integration strategies are
often only done partly, or deferred to the last minute, though they take much time.
Even after only two weeks I used to �nd lots of un�nished tasksthat people hated
doing, and it was always troublesome pressing and talking developers into leaving
their favorite tasks, e.g. “developing just that little �nal feature”, and putting on
their code-review hats. Biweekly iterations (or maybe evenshorter ones for smaller
teams) also mean that you always have something to show off toyou bosses. Even
if the currently developed version of your applications fails in the deployment
phase, you still have a running version that is at most 2 weeksold. (see continuous
deployment at 3.5 on page 20)
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7.15 Let your UI-design re�ect your project's
progress

Face it, most people tend to think with their eyes (and you do too). The nicer
an application looks, there more work you expect it to have taken. Sure, nice UI
design takes more work than bad UI design – but then again, even good UI-Design
is often just 10% of the overall application's work effort.

But there is a catch to nice design too. Once you incorporate the �nal UI design
into your application, your boss will think (using his eyes)that the application's
development has come really far or even that it is almost �nished – no matter
how often you tell him that a nice UI is only 10% of the application. In case the
project is only at 50%, you will be in trouble soon, since yourboss won't be able
to see any major progress anymore. You can tell him about all the clustering work,
transaction boundaries, concurrency issues and performance optimizations you are
working on until your tongue falls off – he will still come into your of�ce every
week and ask you “Why are we stalling? Since two months there has not been any
progress anymore! Let's just roll out the damn thing, we can �x your �nal petty
bugs after the �rst release. Everything is beta nowadays anyway”. And you will
tell him “But wait, we are not even persisting the userdata into the database yet,
we can't ship it”. And he will think “On the next project, I will have to hire people
who will remember to persist data into the database, how could they miss things
that obvious”.

So, don't give your management the feeling that your application is almost �nished
before it is really �nished. Work with black and white pages as long as you can,
and tell your management that implementing that nice designcan't be done yet,
you have to focus on the application logic �rst. They may actually believe you,
since they don't understand you anyway. When the pressure gets too high, do a
shoddy and just 30%-effort implementation of the UI design.Management will
bother you about not being perfect yet, but they will see a progress and you have
them out of your of�ce door for another few weeks. Then implement the real UI
design. There will be still requests for improvements (“We can't ship product with
a large button like that, call the designer!” “Our company logo must be at least
10% bigger, we can't ship it like that!”). While doing the �nishing touches on the
UI design, you still have some time to get the “real work” done, e.g. thinking about
performance issues, backup processes, session-optimizing and so on.

If you still need some weeks to do the �nal rollout, your manager will come shout-
ing “Why is this taking so damn long?”, but at least he will bother you for a few
weeks only, not for several months.
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7.16 Automate everything

There exist complete books on this issue. All I want to do hereis to reiterate that
statement, and make you buy one :-)

Usually, people think about “build process automation” andthen stop there. But
there is so much more tedious work that can be automated: Justconsider these:
automatic database creation, automatic database base tables �lling, automatic
branching and tagging when creating releases, automatic creation of continuous
integration targets, automatic generation of release notes, automatic noti�cation
when certain source �les get changed, automatic deploymentto a test-server, auto-
matic UI-testing, automatic (rolling) application server- and OS- reinstallement in
production systems, etc. If there is any process that you do more than three times,
at least consider automating it. You can read more online in an article by Mike
Clark at [Claa], and the book by the same author will tell you even more about it,
see [Cla04].

7.17 Don't overestimate UML

Having worked for four years on the UML-Tool “Poseidon for UML”, I did get a
lot of insight into UML, and in the way it was used. And I can assure you that
really many of our customers used UML like a magical silver bullet, not like a
tool among others as it was intended. They spent months and years in drawing
diagrams that looked great, but that could have been replaced by a few lines of
text. Plus, these diagrams and models often were pseudo-exact, which made them
even worse than simple prose.

Like you can see, I don't oppose the use of UML at all: I did sprinkle in a few
class- and state diagrams into this document. But I didn't use UML more than
necessary. It is a great modeling language, but only very fewpeople will have to
use it a lot. Most people should use it as a means of discussingand documenting
some of their core concepts – but not do documentall of their architecture, let
alone to model theircompletecode's behavior.

Even at “Gentleware AG”, the company developing “Poseidon for UML”, we
didn't rely too heavily on drawing nice diagrams. So please don't exaggerate your
UML-use, and refrain from going into great detail in your models before you have
a few years of UML-experience under your belt.
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7.18 Make stakeholders order features by priority,
assigning no priority level twice

A common problem is to make stakeholders agree upon what is important for the
upcoming deadline (which might still be several months away) and what is not.
Usually, they will want far more features than is possible inthat timeframe, and
you have to �nd out what really is important, and what can be delayed without
risking your career.

If you are lucky to have some sensible stakeholders, then thethree categories
“must have”, “should have” and “nice to have” (as proposed byEdward Yourdon
in ”Death March” [You04]) are a good way of prioritizing the issues. However, if
your stakeholders are a bunch of loonies (like seems to be thecase quite often) or if
they believe that people don't work unless pushed really hard then the most likely
answer to your questions will be “all features are in the 'must have' category, and
all must be implemented by the �rst of June this year”. .

Another approach that sometimes works better is to make stakeholders assign num-
bers to the features, e.g. from 1 to 30. Make sure that you don't have too many
features (group and join features as makes sense for the development) and try to
have anything between 10 and 30 features. Make the stakeholders decide upon a
priority-ordering. This will be very dif�cult of course, since some features really
are equally important, and since the stakeholders will understand what you are
aiming at. Still, if they are somewhat cooperative loonies,then the probable out-
come will be “this is our ordering. But we still want ALL the features by the �rst
of June this year”. You can now tell them that you still don't believe it is possible,
but that you will try your very best. June 1st draws closer, and if you only managed
to implement features 1 to 22 (out of 30), your management might still decide to
�re you, but chances are that since most of the application works, and the most
of the critical issues actually have been solved or implemented, that you will be
granted some extra time to �x the less relevant stuff. If, e.g. in parallel universe,
you had accepted that everything is “must-have”, then you and your team might
have worked on issues that during the night before the June 1st no senior manager
really cares about, while missing out on his pet feature, thus giving your fellow
parallel universe counterpart a really hard time at the next“corporate BBQ grilling
session”.

7.19 Strengthen feedback mechanisms

The more feedback mechanisms you have in your project the better. The risks
of people doing unneeded work or submarine-projects is dramatically reduced,
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people focus on problems as soon as the problems arise, and soon. While it may be
impossible to incorporate all the recommendations I made here into a real project,
we did manage to implement most of them in the “Wirecard”-project. One of the
slides we presented at the end of the “Wirecard”-project (focussing on our use of
AspectJ for quality assurance reasons, see [FM06]) showed our most important
feedback-mechanisms, grouped by feedback-duration.
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8 Issue tracking

8.1 Use a really good issue tracker

This one is so obvious and has been covered to often that I willonly invest two
sentences here in which I tell you to have a look at Joel on Software, and in
which I strongly recommend using a development-oriented tracker like JIRA, not
a management-oriented �ashy-shiny one like Polarion. Be prepared to spend some
money here, the free ones are nice for small projects, but often not suf�cient for
medium sized projects.

8.2 Use your issue tracker like a knowledge base

Your Issue tracker will certainly allow you to comment on issues, and to run
fulltext-searches on the issues later. Use this feature a lot! Since each issue will
be looked at by several people, and also may be reopened lateron, the more doc-
umentation you put into each issue, the easier it will be to understand what hap-
pened, perform code reviews, check the functionality in QA,and create release-
documentation for your CEO.

For example, each time you �nd out something interesting regarding an issue, doc-
ument it. The estimated time effort was increased? Write down why. The require-
ments changed slightly during coding? Write down who ordered the requirements
change. The issue was moved to another version or the priority was changed? Ex-
plain why that was done. If your CEO wants to know in three weeks why a certain
bug is still not �xed, just point him to the issue: “Priority was changed because
CEO thought this issue was not important anymore” :-)

Also, for every state change (e.g. from “open” to “implementation” done, require
the person doing it to write a short summary (two or three sentences) why the state-
change was performed, and whether anything worth noting occurred. E.g. when
�nishing an implementation, you could write something like“�nished work on the
mail-module, it now works like speci�ed in architecture-document ZTR, section
1.2b. Please note that no fail over was implemented yet, since that will be part of
issue 123, and is documented in section 1.2c.” Or when you can't do a code review
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since no clue was given which code was changed: Don't just silently reopen the
issue, but also complain into it: “I can't to a code review, because no one bothered
writing down which code was refactored”.

8.3 Store screenshots in your issue tracker

A good issue tracker like JIRA will allow you to easily copy&paste screenshots
from the windows-clipboard into a issue and even generate a preview image for
it, so that taking a screenshot and storing it in the tracker will take less than 30
seconds. A normal issue tracker will at least allow you to upload images using a
“browse”-button upload page (so you have to save your screenshot in a �le �rst,
which makes the process a bit cumbersome, but still:) You should use this fea-
ture a lot when reporting bugs – the developer will know much quicker what the
problem is. Especially if you even highlight problems (e.g.typos of layout-bugs)
by marking them with a red circle on the picture. Plus, if you show the software
version number on web pages (see 5.2 on page 34), it will show up in the image
as well, preventing any confusion like “Oh, which version did this bug appear in
anyway? Hasn't it been solved already?”

8.4 Customize your issue tracker

While it has become common knowledge by now to use a decent issue tracker like
JIRA (see Joel on Software, for example), most installations I have seen so far
(including the publicly available ones of open source projects) use some standard
work�ow, which looks similar to the state diagram displayedin �gure 8.1.

While on small projects it may suf�ce to use the standard states “open”, “in
progress”, “resolved”, “closed” and “reopened”, it can be ahuge gain if you spend
some time customizing the issues work�ows to �t your speci�cdevelopment pro-
cess.

Consider for example a company that uses code reviews to check their code qual-
ity. While not every feature may need a review, all newly implemented features (or
all features implemented by junior developers) have to be reviewed. Usually this
companies developers will put their tasks into the “resolved” state after �nishing
implementing, and to “closed” after the project manager hastested that the new
feature or bug �x behaves like expected. This means there is no way of easily see-
ing how many of these features (possibly more than hundred for the next release)
still need a review, and how many don't.
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Figure 8.1: Standard JIRA work�ow, slightly simpli�ed

Introducing a special state “to be reviewed” between “open”and “resolved” re-
quires almost no effort, but you will immediately see how many of the issues are
really closed, and how many still need a review.

Assuming you have dedicated QA-department, you may want to add a state
“Tested by QA”: After the release was shipped to the QA-department, each fea-
ture gets tested and the QA-person responsible for the testing can change the state
from “Resolved” to “Tested in QA” Only when each feature got asign-off from
QA, the complete release will be deployed to production. Youcould go on and
bulk-change all features state to “Closed”, but you could even separately test them
in production as well, and introduce another state “Veri�edin production”. And
only after three days of no customer complaints, the state would be changed to
“Closed”.

These are just a few ideas taken from my past projects, and I amsure each company
needs their own customization. But in general customization is highly recommend-
able. (Customizing the JIRA work�ows requires some �ddlingwith XML-�les,
but even that was worth every single hour in the long run). Good issue trackers
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like JIRA even allow you to create separate work�ows per issue type (e.g. bug
�xes can have a different work�ow than new features), and of course per project
(an internal project X may need less QA-involvement than your �nancial backbone
system Y).

A work�ow I have been using successfully in the past looks similar as shown in
�gure 8.2.

Figure 8.2: Customized work�ow to be used in a environment with three separate
staging systems, enabling nonblocking, non-mandatory codereviews

60



Basically, the state of an issue �ows steadily forwards and gets checked off (or
reopened) by the different roles “developer”, “technical lead”, and “qa member”.
The change from open to implementation done is performed by the developer, but
whether the issue goes to “to be reviewed” or to “resolved” isdecided by the tech-
nical lead. The transition from “resolved” to “tested in QA”can only be made
by QA-members (in advanced issue trackers like JIRA is even possible to restrict
state-changes to certain users). In this special work�ow, the software release would
only be deployed to production once all issues had been veri�ed in the QA staging
system. Even after deploying to production, each issue was then double-checked
again in the production system, to make sure that really everything works as ex-
pected. In each state, reverting to “reopened” – which is similar to “open” of
course - is possible too.

On different projects you may need different work�ows – justkeep in mind that
you should try to customize your issue tracker towards your favorite way of work-
ing, not the other way round.

8.5 Use a special issue-type to track your releases
through the staging environments

Each decent issue tracker allows you to create new issue types, and to con�gure
their work�ows. For example, in addition to “bug” you may introduce a new issue
type “spelling mistake” which does never require code-reviews, and which don't
show up in your road map nor release-notes.

You can use this feature to create an issue-type “Release Request”, which corre-
sponds to one software version (e.g. “Version 3.2”). The different states could be
“under development”, “deployed to integration system”, “deployed to QA”, “de-
ployed to Pre-Production” and “deployed to Production”. Each time the software
package is deployed to another system, change this special issuesstate, and doc-
ument who and when and why the deployment took place. Also note anything
else that might be of interest, e.g. “deployed version 3.2 toQA. Also executed the
SQL-scripts which change the person table. Didn't yet add the required indexes,
will be done tomorrow by John”. In case after three weeks you notice that impor-
tant indexes are missing, you will know whom to blame, and where your process
needs improvement.

If your deployment process requires sign-offs, and the deployments can't be done
by everyone, you might also need pre-deployment state like “ready for deployment
to production”. The QA-team could set this state on a Wednesday evening, and
assign the issue to the Operations team (which has gone home early that day), who
will �nd it in the next morning and then proceed with the deployment. Or they
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may choose to delay the deployment because of an intrusion alert, in which case
they could write a comment into the issue “can't deploy todaybecause of intrusion
alert, will commence on Monday”. Even a few weeks later you will be able to
track what happened when, and where your process lost time, and what could be
improved.

In �gure 8.3 you can see a state diagram for a work�ow to track releases through
three separate staging systems: Note how the sign-off for deployment is done by
different people than the actual deployment.

Figure 8.3: A sample release-request issue, to be used in an environment with three
staging systems

62



8.6 Each commit has to contain the issue ID

This is the simplest way of connecting code-changes to the reason why they were
done. Sure, good comments when committing are essential too. But providing
the Bug-ID will make it even easier for people to understand the context of a code
change.

Good issue trackers like JIRA will be able to monitor the VCS system, �nd com-
mits with Issue-IDs, and display the committed changes justnext to the Issues
description. This makes code reviews much easier.

See the following image, taken from the JIRA manual . You can see that 12 �les
were committed for Issue “JRA-13”, and you can even click the�le revision and
see the differences that the developer committed (in this case it is achieved by
linking into an installation of ViewCVS).

8.7 Pseudo-versions “Sooner”, “Later”, “Never”
and “Inbox”

No matter wheter you are working in a iteration- or feature-based mode, you will
have some way of planning what features should make it into which release (ver-
sion) of the software. Maybe you are maintaining your most urgent issues on a
whiteboard or by sticking notes onto a wall. However, everything that is still a
bit off will have to be tracked issuetracker. It is not uncommon that you will have
hundreds or even thousands of issues, improvements, requests and bugs that you
certainly won't tackle within the next two or three releases. How should you deal
with those?

In a waterfall-driven approach you might be tempted to sketch the next 10 releases,
and assign all the issues to them. I recommend you don't try that, since reality
changes faster than any plan, and you won't only lose the timeyou spent assigning
the issues to that version, but also moving these issues around later on will also
cost your time again.
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On the opposite side, some very agile people recommend that you should never
have so many open issues in your tracker in the �rst place, forexample see [Els07]
. I don't like this way of thinking either though: Imagine a customer found a bug,
and reported it to your customer care by mail. They managed toreproduced the
bug, and even wrote a more detailed description on how to reproduce it. Maybe
even someone of your developers looked at the code to �nd out whether this was a
general problem or just occurred in very special conditions, and wrote down some
notes into the issue as well. For whatever reason, you decidethat you won't deal
with this problem anytime soon. Will you really throw away all the information
your team has gathered so far? That would be outright stupid!

However, you don't want this bug to mess up your issuetrackereither. An idea that
works well is to be very detailed with the version at hand (probably even splitting
up the work into the single iterations that will result in that version), have a rough
understanding of the next iteration, place very few issues as placeholders into the
next four or �ve versions (assuming that the ordering and assignment will probably
change, but to make your waterfall-boss happy). All you neednow to be a happy
release manager is to have three additional pseudo-versions:

Sooner: The �rst version could be called “soon”, containing up to 100or 200 of
the most pressing issues. This is a pool of issues that are generally agreed
upon to be rather important for the next few versions. It is not sure yet
which issues will go into which next version, but you don't want to search
the complete issue-base all the time for those potentially interesting issues.
Put all those issues into a “sooner”-queue, and for every entry going into this
queue, push one issue back into the “later”-queue.

Later: This version holds all the issues that have not been scheduled yet, and
which have not been regarded important enough to be scheduled into
“sooner” either. Don't confuse the “later”-queue with a “free-for-all-crap”-
queue though, every issue in here still has to be valid and rechecked every
few months or so.
Although it may be dif�cult to explain to customers or stakeholders that
their issues have not been considered important enough, andhave been put
into a pseudo-version called “later”, you should be tough enough to �ght
it through. Sometimes you can appease people by putting their “oh-so-
important” issues into the “sooner”-version �rst, and thensecretly move the
issue into “later” after two weeks or so. In my experience, 90% of those
movements will go unnoticed, since the once so important issues have been
replaced by even more “oh-so-important”-issues on the stakeholders minds.

Never: Usually you should not delete issues, rather close them witha resolu-
tion of “duplicate”, or “won't �x”, or “not needed”, or whatever. However,
sometimes for some reason you may want to really delete issues, so that they
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don't even show up as “closed” issues. For example someone has misused
your issuetracker like a Wiki, tracking arbitrary feature-ideas in it, and you
don't consider them to be mature enough yet to clutter up yourtracker. Or
people have reported the same issue in ten different ways, and you want
to get rid of duplicates. And your issue tracker may not support undoing
delete-operations so you have to be extra careful before youdelete. Plus
some people might complain if you delete issues, since once an issue is
deleted, it is too late to extract information. A solution tothis problem could
be a “never”-pseudoqueue, which acts like a trashcan. You delete stuff in
it regularly, but give people a few weeks to have a look into itbefore you
really delete stuff.

Inbox: New issues (e.g. bugs that your QA-people found, or that customers
found) automatically are being put into a special “inbox” (in JIRA this cor-
responds to the pseudo-version “unassigned”). The inbox must beemptied
completelyregularly, by putting the issues into either “sooner”, “later” or
into one of the upcoming iterations (usually the next one). This inbox must
not contain more than 20 or 30 issues at any time, otherwise itwill be too
tedious to clean it up, and it will get out of hand.
The process of moving prioritizing the inbox-issues depends on your com-
pany and your workgroup. A good compromise might involve twoto three
people meeting once a week, e.g. the product owner, the product manager
and the architect. After a while those three will get a feeling for the others
priorities, and most of the issues can then be assigned by those guys in ad-
vance, only summarizing the decisions, and tackling the more complicated
new issues as a team.

Like mentioned in 8.2 on page 57, movement between these queues has to be
documented! If you decide to move an issue from “later” to “sooner”, you should
brie�y document into the issue why you do this. This is even more important for
the other way round.
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9 Useful regular meetings

Honestly, I don't know why people complain about meetings that much. I rarely
had to attend meetings that were boring. If you have an agenda, only invite the
necessary people, start on time, and focus on the tasks ahead, then meetings can
be fun and productive! In addition to meetings for speci�c tasks, there are a few
regular meetings that I strongly suggest you to set up and perform regularly. They
do cost some of your time, but at the same time they keep your project from going
astray, they provide an institutionalized way for people tovent and to suggest
improvements, and they spread knowledge to everyone, not just the people who
accidentally happen to stand nearby when important information is disclosed.

9.1 Daily stand-up meetings

The cheapest and at the same time most astonishing improvement to your projects
communication problem is a daily stand-up meeting that involves all project stake-
holders, from developer to product manager. Everyone gathers in a small circle,
no-one is allowed to sit down, everyone gets about one minuteto tell what he or
she has done the past working day, what he/she will work for the next few hours
on, and whether there were problems encountered. If someoneneeds a little more
time – no problem. Usually someone else will need less time. But interrupt if
a person gets carried away or likes listening to their own voice. You should not
spend more than 15 minutes on this meeting, otherwise it getsdif�cult to justify it
and to get people to attend it. If you regularly need more time, then you need to
split the meeting, and have someone summarize other meetings, e.g. if marketing
needs their own meeting, at least one developer should attend and summarize what
he learned. And vice versa.

People will complain. Especially nontechnical people willnot be very interesting
in knowing what a developer has been working on. Try to tell them that even they
may have to listen to a few minutes of technical boring stuff,this is the easiest way
to learn about what is going on, and to get their point across with the technical
crowd as well.

You will notice that people sometimes interrupt each other,that sometimes discus-
sions emerge, and that you will have to moderate this meeting. The good thing is
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that everyone knows it will be over soon, so it is quite easy toask people to discuss
their issues after the meeting. Many times, people will grabhold of someone to
discuss their ideas after the meeting too.

There are three suitable times a day when such a meeting can take place. In the
morning before work starts, before lunch, or after lunch. You shouldn't schedule
this meeting at any other time slot, since it makes it dif�cult for the longer meetings
to �t, and also you don't want to interrupt people, especially developers, when they
are working highly concentrated.

I recommend having this meeting shortly before everyone goes to lunch – then
people have some time when longer discussions emerge.

To sum it up, these are the most important bene�ts of a daily meeting:

� people get to know each other much better, especially between the depart-
ments

� you save a lot of time because you will have to talk to everyoneregularly
anyway

� people usually like helping others, but they need to know that they can help
at all. A regular short meeting helps everyone noticing whatis going on,
and gives them a chance to say “listen, i had the same problem last month,
see this URL for a solution”, or “oh no, don't code that, Michael has done it
already”

9.2 Weekly Academy-meetings

Set up regular weekly meetings where people take turns teaching the other team
members. This could include presenting their latest work (in much more detail
than at the public QA handovers, see ), presenting the latestframework that they
evaluated, some problem they solved recently, something nice they found out about
their IDE, a summary about the book they read recently, or about a problem that
still has to be solved but they are not sure which solution works best. Reserve one
hour per week for such a meeting, and make sure it takes place every week, not
just now and then. If there are big issues, one or two presenter may want to present
for one complete hour. Otherwise, split it into three chunksof 20 minutes or four
of 15 minutes.

If a “academy-meeting” like this has not been common practice yet, people will
not like the idea of having to present stuff at �rst. Be prepared that you will have
to do the �rst three meetings by yourself before you ask others to join in. Use
your turns to show off new tools that you want to introduce soon (e.g. the new
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issue tracker that you want to get installed), or a book that might be interesting to
developers. Once you have shown that you are serious about this meeting, and even
have proved that you invest time in it yourself, it will be more easy to convince (or
force) people to do their own presentations.

If your budget permits, try to hire external people now and then to lecture on
some topics. Even strange or unrelated topics can spice up your weekly academy-
meeting, and make your people feel cared for. Why not have someone make a
short presentation of “Ruby” – not with the goal of teaching it to your team, but
just for fun.

This should be a technical meeting – don't invite too many people to it.

9.3 Retrospective meetings

Regular retrospective meetings are another great way to improve your development
process, to get early feedback on problems, and a institutionalized way for people
to vent. Retrospective meetings are a major cornerstone in the Scrum methodol-
ogy. After the end of each iteration, take time for a meeting in which you discuss
problems and highlights of the past iteration. If your iterations are shorter than two
weeks or longer than four weeks, invite people for a retrospective meeting every
two to four weeks.

The agenda should look similar to this:

1. Choose a moderator. On the �rst meetings, this should be you. Later on, ask
if someone else would like to moderate.

2. Look at the most important problems and issues from the last retrospective:
were they solved? Is work still in progress? Or maybe no one bothered to
work on them – �nd out why, and if the problem persists, re-assign the task
immediately.

3. Taking turns, everyone should now tell about the two (or three) most annoy-
ing problems he encountered since the past retrospective, and after this tell
about the two (or three) most enlightening and enjoyable things that hap-
pened since the last iteration.

4. The moderator will put down all the issues onto two separate whiteboards,
shortening the issues to �t to the whiteboard

5. A person can choose to re-state issues that are already on the list, not every-
one can come up with completely new ideas when already 20 issues have
been mentioned.

6. A person should not refuse to say anything.
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7. Once everyone had their say, the moderator should be the last one to put
their your issues.

8. After this, make everyone vote the top issues, e.g. by adding ticks on the
whiteboard. A good way to vote is to allow each person �ve votes on both
the good and on the bad issues, with a maximum of three votes for a single
issue.

9. Now, choose the top 5 on each side, and make action items from them.
Example: If most people voted that there is too much noise in the workplace
assign a task force to come up with ideas on how to battle noise. If the top
good issue was buying new computers, ask what else needs to bebought. If
everyone loved the company event, make sure there will be another in a few
months. If everyone hated the company event, then assign a task force to
come up with better ideas. And so on.

10. Make sure that each action item gets assigned to people that are in the room,
and that they agree being the assignees. They will be held accountable dur-
ing the next retrospective.

11. Take photos of each whiteboard, and store them in your Wiki. This way,
it will be easy to return to them the next week, without havingto keep the
paper or to type everything.

Okay, sounds easy. Anyway, many things can go wrong, especially in the �rst
retrospective meetings. Try to avoid the most common pitfalls by memorizing
these hints:

Private Test-run: Consider performing a test-run with just two or three of your
most open-minded colleagues. Don't even tell others what you are doing,
they might feel angry that they are not invited to this test-run. Try to do
the test-run as realistic as possible, e.g. in the proper conference room, with
proper whiteboards, using the beamer, actually voting, andso on.

Public Test-run: No personal issues in �rst retrospectives! When discussing
problems, make sure that no one gets attacked personally. During the �rst
meetings, be especially careful here, for example by askingpeople not to de-
scribe problems that could relate to people inside the room.There will still
be enough other problems to tackle anyway. You could focus the �rst retro-
spective on the workspace situation only. Or on issues regarding other de-
partments, or on budget issues, or on time pressure, or similar, non-personal
issues.

Tell people about agenda before �rst retrospective: Make sure that on
the �rst meeting, you �rst summarize what will happen, e.g. tell everyone
upfront about all the steps that will follow.
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Be positive: To make sure retrospective meetings doesn't end in blood andtears
and everyone crying how bad their work life is anyway, do makesure that
you are the last one to speak, and that you have prepared more good than
bad issues. Rather than add even more criticism to a already long list, agree
to someone else's issues. And then add lots of issues about what you liked
a lot during the last iteration. You are not only the moderator, but also the
“feel-good”-guy, so don't be too glum. Others can take that role.

Restrict issues to past iteration: During the very �rst retrospective meet-
ings, people will be tempted to talk about everything that occurred during
the past year or two. Tell them just to relate to the stuff thathappened during
the past two weeks – or even just during the past week. It is much better to
start with a smaller scope. Also, you could restrict the number of issues that
will be mentioned: Only one per person will ensure that the meeting �nishes
on time.

Keep the meeting short: Make sure that retrospective meetings don't take
longer than 90 minutes. Depending on the size of your team, 45-60 min-
utes is even better. After all, your boss will not like the idea of everyone
“just talking and venting”. If the meetings take 2 hours or more, he will
certainly disapprove. Especially the �rst meetings must bekept short. Not
by silencing people, but by asking for less opinions, or by only tackling the
�rst three issues on each list.

Suggest issues for indifferent people: What to do with indifferent people,
or people who hate being in a meeting? Of course, you can't andshouldn't
force people to say something. But if somebody is indifferent like “Oh well,
I don't know, I didn't hate and I didn't like anything”, try suggesting some-
thing very obvious to get them aboard: “maybe you liked that our sales
�gures went up?” “... well, sure....” . Or: “Maybe you are angry at all the
people using their mobile phones while you try to work?” “...uhm... yeah,
I guess so...”. Et voila!

Prevent undead issues: Make sure that no old issues keep popping up. If
there has been a major �ght between people a month ago, and if it has been
discussed in the last retrospective, don't let it resurfaceduring this itera-
tions retrospective meeting unless there was something really new going on
during the past iterations.

Have Retrospective meeting before lunch-break: Since people will have
lots of issues to discuss once they are visible on the whiteboards, you should
try to schedule this meeting before the lunch break. It will be much easier
to end the meeting when you can say “this discussion is valuable, but we
should continue discussing during the lunch break”. Discussions can thus
continue for the next hour without keeping people from work.Or, put the

70



other way around, discussions will not be cut off by the immediate need to
continue working.

Prepare thoroughly: Since retrospectives can go very wrong, make sure you
read more about this important type of meeting before you actually schedule
the �rst public one. An excellent idea is to read the chapter on retrospective
meetings in the book [].

9.4 Public QA-handover-meetings with as many
stakeholders as possible

Note: This meeting is very important if you have a dedicated QA-team, but even
if you don't have QA don't skip this section. It is closely related to “Sprint
Demos” of the Scrum process framework, and this kind of meeting makes
sense even without QA-people being around.

Every time your developers �nished the work on the current iterations (or releases)
bug�xes and new features, you will have to tell your QA peoplewhat has been
changed., so that they can focus on testing the new stuff. Sure, your issue tracker
has lots of details on this, and you as the teamlead could explain everything to
QA by yourself while the developers start working on the nextissues. But an
overview meeting in which developers present the changes toQA and to other
developers will increase understanding on all sides. QA-people can ask questions
immediately, developers can answer, and time consuming misunderstandings can
be reduced (e.g. QA writing automatic tests for features that are not yet working
anyway). Choose the most important improvements and new features that you
developed in the past iteration, and assign the developers who worked on these
changes to do a small presentation of how the application changed.

Not every developer has to present stuff, but every developer should be around to
see how the program grows and matures.

In addition to the QA-folks, you should try to invite other stakeholders as well.
Maybe not on the �rst meetings, but later on it can help you to show off your
progress, to inform marketing how things look like now, and to give PM a chance
to suggest improvements for the next iteration.

To avoid disappointment or embarrassment during the �rst demos, have your de-
velopers do a testrun for you alone, e.g. on the same day but a few hours before
the real presentation. The computer they are supposed to present on might have no
connection to the database. Their presentations might be too technical: tell them
to refocus on the functional part. Their presentations might be too short: Tell them
to expand and include more details or examples. Their presentations might be long
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and boring – make them focus on the core improvements and makesure they don't
explain every single bug�x, cause no-one is interested in bug�xes. Their presenta-
tions might even not work at all: Tell them to �x their bloody stuff before someone
gets hurt!

Besides of the obvious effect of QA understanding more quickly what the new
software-release is all about, having to present their workto an audience will often
encourage developers to put more effort on quality – no one likes presenting work
that suddenly crashes. Developers can take pride in showingtheir work, especially
if everyone in the room goes “Yeah! Cool stuff!” or “At last – the annoying bug
has been terminated! Thanks!”. And even if the other attendees at the meeting
should remain siltent, this is an excellent opportunity foryou to provide positive
feedback and boost morale by praising the product in general, and the team mem-
bers in particular. (Do make sure not to exaggerate, only honest compliments are
good compliments! And don't forget to praise even small improvements done by
juniors, even if they are small in comparison to the major changes done by your
best coding-gurus)

Since this meetings audience is less technical than your academy-meeting (and it
includes at least QA as well), it could be an ideal platform for other announcements
and insights into other departments as well. Try to get Marketing to explain their
next campaign here, Sales to do a short presentation about the sales �gures in the
past two quarters, and the CEO to boost morale in general. These presentations
should not water down the original goal of the meeting, but spice it up instead.
Your developers won't want to listen to sales-�gures regularly. But if someone can
present them once in a while, the developers will feel honored. And meeting the
CEO (or at least the CTO) more often than just at the Christmas-event speech will
not hurt productivity either.

72



10 Documentation

10.1 Maintain a Wiki for all of your documentation
and bookmarks

While all issue-related information should be kept in the issue tracker, all more or
less “static” content should be kept in a Wiki. Consider these items

� protocols & decisions, and index pages referring to all of them

� links to other web-based tools you use

– View-CVS installation (or a similar tool that lets you browse the VCS
through a web interface)

– issue tracker

– continuous integration system (3.1)

– results of code checking tools like PMD or CheckStyle

– build-results (if not part of the continuous integration system anyway)

� all technical documentation like

– UML-diagrams

– database-diagrams

– layer and code-overviews

– core modules and responsibilities (to prevent reinventionof the wheel)

– even links into the VCS to the AspectJ-rules

� VCS-branch overview (see 2.4 on page 11 for a nice way of maintaining
this)

� technical guidelines:

– coding style guides

– how-to-use-(hibernate/spring/xyz)-framework in the project
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– what-layer-has-which-responsibility

– how-to-call-remote-services

� installation guidelines (both of the product as well as of the development
environment)

� list of most important risks, e.g. a top10-list. note that this list might be
sensitive, and senior management may want you to keep this secret. Either
because they fear that it drags morale down, or because they feel someone
might send the list to the competition, or whatever. Even if you think that is
somewhat ridiculous, don't get upset, and consider restricting access to this
list

� retrospective summaries and photos (see 9.3)

� employee- and stakeholder names, photos, and contact details, even home
phone emergency number, etc

� responsibilities of people on the project

� links to the URLS of your deployed applications, e.g. on integration-, qa-
and production systems, and to their related maintenance pages

� lists of the dummy-users/customers/entities that can be used on each staging
environment

� most commonly used SQL-queries for maintenance and reporting

� generally interesting links into the Internet

And lots of other resources, since this is just a short overview to get you going.
Make sure that every one updates the Wiki once in a while. It isokay for people
to have their own set of most-heavily-used bookmarks, but ask everyone to feed
them into the Wiki as well.

In a project I worked on, it was not accepted by management to display the risk-list
to all developers. Make sure your Wiki allows you to maintaingroups of people
and permissions, and to create sub-Wikis which can only be accessed by some
people. Be careful with this and don't keep too much secret information, since
in-transparency is a bad thing in general.

Like described in 2.6 on page 15, you should make sure that your Wiki has good
support for version control.

In case you don't have a Wiki installed yet, and in case peopleare hesitant to use
it, you might want to refer to the website http://www.wikipatterns.com for some
strategies to facilitate the transition towards a Wiki-Transition. Please note that
that website is sponsored by Atlassian and maybe not completely impartial.
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10.2 Maintain a project blog

You should maintain a project blog which contains a few sentences for each day. It
should describe the progress done on a day, contain links to meeting minutes and
decisions, and also contain links to newly added interesting topics. While people
may not want to get mails for each change in the Wiki, make surethat everyone
gets a mail for each change done to the blog! This supplementsthe daily standup-
meeting (see ). If you have a blog and a daily standup meeting,no one will ever
be able to complain that they didn't know about certain decisions.

Make sure that the blog does not go into too much detail. Some people may feel
tempted to write a lot, showing off more than informing. Keepa watchful eye on
the blog, and if someone writes more than a few sentences, either shorten it, or
make him expand on it – but on a new Wiki page. After all, you need the blog
to be able to show your progress (e.g. to your CEO), and to �nd topics that you
can't seem to �nd using the fulltext-search in the Wiki. You don't want to use it
to overwhelm people. And the blogs goral is not to replace theordinary overview-
pages of your Wiki either. Even though the blog will contain awealth of links to
important stuff in the long run, its main point is to provide aproject history, not an
overview.

To keep the number of tools you use in the project to a minimum,I recommend
using a simple Wiki-page to maintain your blog, and not to usea separate blogging
tool or provider to keep the blog. Advantages of using the Wiki instead of using a
dedicated blog-tool: it will be easier to link to other Wiki-pages, people don't have
to learn another set of tags for making text bold, underlined, or tables, and when
searching for content you don't have to search in two separate systems.

Some Wikis provide blogs nowadays (so called 'Blikis', haha), check out the Wiki-
Matrix at http://www.wikimatrix.org to learn about which ones do.

10.3 Ultra-short meeting minutes if you don't have
time for regular ones

Every book on project management will tell you that you need to write meeting
minutes. Meetings, decisions, and even discussions by the water cooler need to be
written down. Everyone knows this, and yet few people do it. The work needed
to write a good summary is usually several hours. No problem for the CEO: He
has got a secretary, and the secretary will be able to understand the discussion and
write it down neatly. However, in your highly technical discussions, only the best
people are able to write down everything correctly. And obviously, those are the
people that should not write stuff, but discuss and implement things. So it is your,
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the project managers, task to write the meeting minutes. However, you are short
on time too, so you decide to skip it. Ouch! Youmustmaintain a list of summaries
of all important meetings and decisions. Otherwise you willbe in trouble as soon
as the project has some kind of problem. You make important decisions, and you
must be able to justify them later on.

Imagine this everyday scenario: Your team is fed up with the web framework
Struts, and wants to use something better on the new project.Your developers have
had a look at �ve possible solutions, and favor solution Z. Soyou chose it. During
the �rst weeks everything works just �ne. But after two months you run into un-
foreseen problems. Or the circumstances change, and for thenew circumstances
Struts would really have been more suitable. To make things worse, a developer
that wants your position, or your impatient CEO, comes to you, asking you “Hey,
stupid, why didn't you chose the rock solid and easy to understand Struts frame-
work instead?” Chances are that you have since long forgotten the details of the
decision, and that the developer who did the research is on holiday right now. You
will be able to �nd out the reasons for choosing XYZ, but it will take several hours
until you know what you knew two months ago, especially if thecircumstances
have changed. If this happens to you a few times, then your original tasks lag, and
you make a very bad impression to your superior.

Good, detailed and exhaustive meeting minutes would solve the problem. How-
ever, writing exhaustive minutes slow you down as well. The easy way out is to
force one developer to write the protocol. However developers that are able to
write readable documents are a scarce resource – and you being able to write com-
plete sentences was one of the reasons you got your job (and the nice salary and
the nice room). And your time is limited.

Solution: Write complete minutes only if they are vital to the company or to your
career. If you can't write a long and good one, then resort to ultra-short minutes.
This will take you only 5 minutes instead of an hour. Saving those 5 minutes would
be outright stupid – not maintaining meeting minutes is not an option. Even three
sentences on your project blog about why the framework XYZ was chosen will be
able to save your head one day. Compare these two meeting minutes:

Long meeting minutes

Tuesday, 17 march. Web-framework decision discussion from
10:00 to 11:45. People participating: Ralf, John, Hu, Steve, Per,
Svenja and Erik.

We discussed lots of possible framework for the upcoming projects.
We have experienced lots of problems with Struts so far, so wedon't
really want to use it for the new ABC-Project. It is well knownon the
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other hand. We expect the new projects to be done with a few new
developers, who will have to learn the web-frameworks from scratch,
so for them it doesn't matter whether they will learn Struts or another
framework. We had considered to use the following frameworks

Struts: It is quite established, but instantly leads to code duplica-
tion, un-OO-programming styles, and is generally hard to maintain.

Framework TRE: John did a small prototype with it. He reckons
it is quite okay, but on the other hand the prototype only covered a
small subset of all features we needed. For the more advancedtopics,
we have not done an evaluation yet, and we have read in the TRE-
forums quite many complaints from early adopters about instabilities
and bugs that were not easy to �x. Since our project requires ultimate
stability, and we don't have the time for a failure, we cannotuse this
project.

Framework ABC: Hu did a small prototype using ABC-
Framework. Even though Hu is a senior developer who used quite
a lot of different web-frameworks already, he complained that ABC
is very dif�cult to learn and grasp. There are no reasonable manuals
around yet, and the examples available only cover the most basic use
cases. Even though it might be a nice framework, we can't use it since
also new and inexperienced developers will be joining our team from
the customer side, and they will need months of training on ABC.

Framework GJH: A nice little framework according to Joe. How-
ever, there has not been any new release (not even maintenance re-
lease) for nine months. The discussions on the forums seem toget
less every week. Even though there is no of�cial statement, Joe as-
sumes that the two lead developers have lost interest or spend more
time on more pro�table projects. There was a common decisionthat
we will not use a web-framework that might have been abandoned.
We might get involved and commit a few improvements to an open
source web-framework, but we can't afford to do the completedevel-
opment on our own.

Framework POQ: Joe also evaluated the POQ framework. Even
though highly performant (big plus for the upcoming project!), he
found a few sites stating major security leaks about POQ. It is vul-
nerable to stack-over�ow, cookie-poisoning and cross-site-scripting.
All those issues could be �xed at application level, but we expect at
least some help from a framework here. Even though the bugs are
�xed quite quickly, it seems that for every bug that is �xed two new
appear. We can't use such a framework in a banking environment like
ours.

Framework XYZ: Erik evaluated this one, and after his positive
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feedback also Joe had a look. It is almost perfect for our needs: Sim-
ple to learn, yet extremely OO-like and extensible, it has anactive
community, and new releases are done almost daily. Even small bugs
are usually �xed within days, the few major problems we have seen
were �xed on the same day as they appeared, and the lead developer
were very open and transparent about bugs, the issue trackeris public
and open for all. The only issue we found was performance, butit is a
known problem and the developers promised to deal this issuewithin
the next three months. Even if they are delayed by three months, it
would still make it to our targeted release date in July next year.

Short meeting minutes

17 March. We decided to use XYZ web-framework for new
projects: [Erik:] simple, pure OO, and strong community. Struts
considered too copy-paste-style, non-OO, unreadable and dif�cult to
maintain. Evaluated but rejected: ABC [Hu] (too dif�cult and few
docs), TRE [John] (buggy according to forum users), GJH [Joe] (no
progress since 9 months), POQ [Joe] (security issues).

(Whew, even making up meeting minutes like the long ones takes a lot of time. I
hate writing long texts!)

While the long meeting is clearly the better one (and you should write protocols as
often as you can), the short one serves its purpose as well. Ittakes three minutes to
write, and will enable you to bring back the memories very quickly when someone
questions your old decisions.

10.4 Maintain very good “initial
setup”-documentation

Whenever a new developer enters your team, make him responsible to create or
update the setup-guides for installation of all developer tools required to develop
your system.

It can be quite appalling how miserable the documentation isthat is required to
get a new developer up and running. Usually, it takes days or even weeks to get
everything con�gured. Some people might argue that you onlyget a new team
member once in a while, and that maintaining a setup-manual costs time, and
that it is normal that it takes a few weeks until a new member isup and running.
That is crap, though. If there exists no exact documentation, each new guy will
have to ask the seniors lots of questions. Having no exact description will also
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lead to a host of slightly differently con�gured developer machines, which makes
debugging a real problem. And chances are that not just new employees need to
con�gure their machines, but also when you upgrade an existing computer, want to
switch to a laptop, or even if you just had a headcrash or virus. Even in a complex
environment, a good developer can be productive within a week – if the setup of
his machine takes at most one day.

If you don't have proper documentation on how to set up a developer machine,
chances are that you have no Continuous Integration System either. Consider test-
driving the newly written documentation to set up a CI system(see 3.1 on page 16).
If that works, then the next developer will probably have a good enough descrip-
tion at hand to set up his developer machine too.

10.5 Maintain a very good documentation of your
system's con�guration

Good code may be self-documenting. (Usually it is not, and even good code pro�ts
from some additional overview documents). But con�guration certainly never is
self-documenting. Command-line switches, con�guration �les, or even settings
stored in a database will be forgotten and misused as soon as development of these
settings has �nished. You MUST force developers and administrators to document
all con�guration options of your software. I have seen hundreds of thousands of
dollars go down the drain within a few hours in a realtime system due to the lack of
proper documentation of a simple con�guration feature. If it had been documented
in a Wiki page where every once in a while someone would have seen it, someone
(at least from the QA squad) would have known about it, and about its in�uence
on the new feature. Which in conjunction with the old features setting caused this
massive loss of money.
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11 Dealing with people, hiring and
�ring

This has been covered in soooo many excellent books and papers. But why then do
most of the managers still mistreat their people all the time? Maybe because they
are too lazy to read good books? Here is my 10-pages guidelinefor the clueless
manager. Please read it (or print it for your boss), and feel utterly compelled to
also buy and read at least the top three books I recommend in chapter 14.

11.1 Thoroughly assess applicants before hiring

Sure, you can always sack people when they are not good enough. And if it hap-
pens maybe once a year in a medium sized company, it can even convey a strong
message to the team: we expect everyone to be good. But still,hiring the wrong
people is largely your fault, not theirs. Avoid hiring the wrong people at any time!
It is always bad to a team's morale when people get sacked. Thenew employee
might not have been quali�ed for his job, but maybe he was niceand friendly
and everyone liked him despite his lack of talent (except forhis pair-programming
peers and the people who had to �x his bugs). So better test thoroughly upfront
than �re later. Don't just invest two hours to hire a person. Spend as little time
as possible for the great majority of applicants by using a staged approach like
described in more detail on 11.2 on the following page. But the applicant you
hire should have cost you (the manager or team lead!) at least6 hours of personal
time (talking to him, reading his resume, checking his assessment-test-results, dis-
cussing about him with your colleagues, checking his references, and so on). 2
hours are just not enough to know whether an applicant is goodenough.

Probably everyone has heard of this search engine giant sending people to 7 to 10
interviews, but even if your company doesn't start with a “G”and end in “oogle”,
spend some effort hiring the right people and rejecting the wrong ones. When I
applied at Atlassian for a team lead role, I had to go show up for 5 interviews
(involving both CEOs, the Director of Development, two TeamLeads, and four
developers), which seems to be a good and time-ef�cient compromise between
the standard “just two interviews” and Googles interview-overkill. And even at
Wirecard, where everyone was under extreme timepressure all the time, we still
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managed to �nd time for three interviews for the most interesting applicants (in-
volving the Director of Development, at least one Team Lead,and at least two
developers). So keep your lame “I have no time”-excuses to yourself, please! ;-)

11.2 Set up clearly separated stages for assessing
people

You want to spend as little time as possible on applicants that you don't want to
hire, while you do want to spend more time with people that youmight hire. So
you should try to �nd ways that minimize your work for the majority of appli-
cants, while at the same time making sure that you do spend quality time with the
few survivors of your assessment-�lters (andonly with them). Drawing on my
experience, I recommend setting up stages similar to this:

Resume Face it, developers are neither good designers, nor are theyvery good
at writing complete sentences either. Don't let ugly resumes, even ones
with typos or coffee stains, put you off. Even though good people usually
maintain better resumes, I have also met excellent developers who are color-
blind to writing nice resumes. It is so hard to �nd good peoplethat you can't
afford to miss out on the ones that are good at coding but bad atwriting.
Proceed directly to the phone interview even when the resumeis ugly.

Phone interview Spend anything between 15 and 45 minutes on the phone with
the 25% of the interesting applicants. Make sure you introduce yourself
properly, tell the applicant about how the recruiting process works, and tell
a few things about the company before you start questioning him. Don't
bother to ask personal details – you can �nd them in the CV and you can
talk about those later on in the next round. Rather go for a simple opening
question like “what do you like about software development”, or “how do
you expect your next company to be better than your previous one”. Find
out if the person can talk – a developer need not be good in designing a
CV, but should be able to talk in complete sentences and get a message
abroad. After two or three minutes, start asking technical questions. Don't
go into detail here – the applicant will be excited and not be able to recall
everything like he would in real-life conditions. But checkgeneral stuff
that is important to the job you offer. If you are looking for adatabase-
developer, ask about how to model n:m relationships, the difference between
an outer and inner join, about the pro&con of natural vs surrogate keys, or
a few questions about general database optimization. If people lied in their
resumes, you will �nd out easily. By not asking too detailed questions you
don't risk ruling out good people who are just having a bad day. And by
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not asking trivial stuff (“what is a table”), you save yourself a lot of time
too. Alternatively, if your focus is more on the Java aspects, ask about the
principles of Object Orientation, or about how to unit-testcode in general,
or about multithreading in general and how synchronizationworks, or how
garbage collection works. But don't go into details of the different garbage-
collectors, into the class-hierarchy of JUnit, nor into complicated mutex-
problems. And no trick questions allowed either at this stage!
Have a piece of paper with you and make sure that you either write down the
answers, or that you can tick off on a scale from 1 to 5, or whatever you like
best. After the call, also take some general notes. If you don't write things
down, you will end up mixing up applicants, or even asking them the same
questions when you invite them in, which is not only embarrassing for you,
but also wastes time.

Written exams on your premises If a person did well enough in the phone
interview, you need to call them in for the next round. In my experience,
only 20% of the people I called were interesting enough to be brought onto
the premises. A common mistake here is to chat with the applicant only, and
not to ask them to show you some of their skills. You can spend two hours
of chatting with a person, like him a lot, and realize later onthat he promised
a lot but now fails to deliver. If the job you are offering requires more than
the ability to do some smalltalk, then you absolutely must prepare tasks very
similar to the real work you expect a person to do. Don't expect too much
(e.g. don't give them real tasks like “�x those 20 bugs in our code”), but
don't expect too little either. You should prepare a set of questions that you
can hand out, ask the applicant to solve, and then later on to come and collect
the results or have them presented to you. Some possible tasks for a software
developer could be:

Multiple-choice test Prepare twenty to thirty multiple choice questions.
Contrary to popular belief, multiple choice questions are an excellent
way of checking broad ranges and also going into some details. For ex-
ample a Java question like this: “ThreadLocal, ThreadGroup, Thread-
Demon or Thread – which one is not a common Java class?” will
certainly show if a person only claims to be a Thread-expert.

Design task Depending on your preferences, you could ask the applicant
to design a class-hierarchy or a database diagram from a made-up story.
Make sure that you don't take an example from your industry, rather
make up a story that is unlikely to have any real life value. Other-
wise people from your industry would have a unfair advantageover
people from other industries. As an example, make up a story where
a dragon needs an application to manage his captured princesses and
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the corresponding princes who challenged him, plus the results, and
a probability ranking of the upcoming rescue-attempts, instead of yet
another boring design task of managing a customer portfolioor a ad-
dress database. The applicant should just sketch it with penand paper,
no need for long text here, and present the details to you later.

Use case or speci�cation If you are offering a job that involves writing
technical documents, you must check these skills as well. Similarly as
in the design task, prepare a story that presents a made-up customer's
unordered wishlist (e.g. completely nontechnical, maybe even with
omissions or contradictory requests) , and ask the applicant to write a
speci�cation document for it. Tell the applicant to limit this to one or
two pages only.

Code review Present a piece of real life code from your application to
the applicant. Make sure that the code is understandable (add some
notes for central classes to explain what they do), and that there are a
few problems in it like too little documentation, mixing of concerns,
maybe a logical �aw like impossible conditions in a if-then-statement,
or the like.

Write a real simple program Recently a blog-entry spawned a major
discussion on the Internet. The author complained that he had inter-
viewed so many people know who did know a lot about software-
development in general (OOP, Testing, UML, etc), but that the same
people were not able to transform even the most simple algorithms into
code. Unfortunately I left my position before being able to try it out for
myself, but I can imagine that this poor colleague was right.One of my
former colleages asks applicants to write a simple recursive method to
calculate the Fibonacci numbers. Try to think about a similarly simple
algorithm that applicants should write code for. You might be in for a
unpleasant surprise.

Write unit test for a real simple code If a person claims to be a unit-
testing-expert, why not provide him with a simple method or two, and
ask him to write a unit-test for it. E.g. one that tests the common result,
a borderline case, and that an exception gets thrown. So manypeople
claim to be good unit-testers nowadays, but few really are. Better �nd
out early than be disappointed later.

The key is again not to spend too much time on the not-so-good applicants,
in order to be able to spend more on the good ones. The risks with the ap-
plicants presenting their results is that you realize after10 minutes that the
person is not good enough, but you are too polite to cancel offthe presen-
tation early. A way to deal this could be not to hand out all thetasks in the
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beginning. Start with the multiple choice test and a design task. Tell the per-
son to start with the multiple choice test, and collect it after thirty minutes.
While the person is still solving the design task, have a lookat the multiple
choice test. If it looks promising, go back and hand them the speci�cation
and code-review tasks as well. If the multiple-choice test was bad, wait till
the design task is �nished, listen to the presentation. If itis equally bad (very
likely!), then say “thank you and good-bye”. If the design task was good af-
ter all, hand out the other two tasks now. After all four tasksare �nished and
you are not satis�ed, another opportunity to say goodbye. Otherwise, hand
out the unittest-task and the application-writing-task.

Oral exams If you are satis�ed with the technical capabilities of the applicant,
you can now go on with the oral exams, otherwise tell the applicant goodbye
now. The oral exams should involve asking the applicants allthe soft-skills-
questions, like how do you solve problems, why do you have this gap in
your career, why did you choose our company, and so on. Also encourage
the applicant to ask lots of questions about your company.
Since everone is biased, it makes sense not to do the interview on your own,
but include other stakeholders as well. At my old company, three people
used to be present at interviews. The team lead, another groups team lead,
and the director of the department. While applying at Atlassian, I even had to
go through four interviews on separate days: �rst with the interim team lead
and another projects team lead, then with the director of thedevelopment
department, then with one of the founders, and then with the other founder
and four developers. Quite a long process, but the more people you involve
the less likely it becomes that you hire the wrong people.
If you are still interested in the applicant after the oral exams, now is the time
to show off your company really. This applicant has gone through quite a lot
of questioning, now it is up to you to talk a lot, explain why heshould really
consider working for you, that you only hire the best, and so on. Since good
people are really hard to come by, do everything that is possible to make the
applicant feel comfortable. Show him around in the company,be really nice,
take him to dinner with other people whom he will work with, and so on.
Talk about cool company-events you had, how the stock price rose last year,
and so on. Make sure he really wants to start working at your company!
Good people usually have more than company to choose from, sotry to win
him and sign the contract as soon as possible.

Meet the Team Give the team a chance to meet the applicant. This should be
the last stage, since it involves your developers spending time on not writing
code. It is however really important though for team-building, so don't skip
it. See 11.3 on the next page for more details.
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11.3 Include as many people from the team as
possible when deciding whom to hire

Once you are team lead, you are in a unique position. There maybe 10 developers,
but only one lead (you!). You are more unique than the others.But don't let this
fuzz up your brain, you are still as exchangeable as everyoneelse. Treat people
with the same respect, even if they come in six-packs. One common mistake when
it comes to recruiting is to do it all in the closet, and then just announce on a Friday
afternoon: ”By the way, on Monday there will be another developer on the team”.
To you it may just be 10% more developer-power, but to a developer it can be
a real threat: “Will I enjoy working with the new guy? What will he say to the
shortcuts I did on the last project? Will he make snide comments on my testcases?
Will he even be better than me, replacing me in the long run?” and so on. It is
easy to forget this, since your position is different. Either you get �red, promoted,
demoted, or you stay there. But certainly your boss won't tell you “By the way,
Joe, from Monday on there will be an additional and equal teamlead, please share
your work and get along just �ne”.

So, to ease tension and to show that you care about your team members, include
some or all of them into the hiring process. Since this keeps them from doing their
original work, you might not want to include them on the �rst interviews. But as
soon as an applicant seems quali�ed and friendly, arrange a meeting with the team.
If the applicant came at 9AM and the oral assessment took until 12AM, just invite
him for dinner at the local restaurant. And have some (or all)of the team come
with you. This way, there is not even much time lost. The applicant will know if
he will like his future colleagues, and vice versa. And of course it will also boost
your team's morale when you include them in important decisions like this.

11.4 No “Sink or Swim”

Some companies pride themselves of throwing people into projects without any
training, supervision and mentoring, claiming that being able to adapt quickly is
a virtue and that if a person fails the he obviously not the right person to do the
job. Sounds familiar? It's so wrong. Compare this image to the world of sports.
Top soccer player Ronaldino gets transferred from Real Madrid to Manchester
United. ManU will play Bavaria Munich in two weeks. Do you really believe that
Ronaldino will not get a lot of training before that game? Do youreally believe
that the coach will tell management “Well, we all know that Ronaldino played
excellent soccer for Real Madrid, so I am sure he will �t in nicely with our team,
and after all he cost us 20 million Euro – so why would we need todo team training
or any other training at all before the match?”. Of course not. You can be pretty
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sure that Ronaldino will get extensive training, both single- and team-training, to
be able to �ght at his very limit in the next important match. While it may be
a virtue for a person – especially for a consultant – to get up on speed quickly
in a new project, it is absolutely stupid not to provide very intense training and
mentoring for a new employee!

If you hire a new person (or bring in a consultant or contractor), be sure to �nd
a mentor for him, make sure all the introductory documents are up to date (see
10.4), that you have prepared a few simple tasks for the �rst few days, that you
show him around and introduce him to the most important people he will have to
deal with, and so on. Go and ask the person at least daily if he is alright, if there
are questions, and so on, and even after a few weeks make sure to ask now and
then whether he is alright. People who have been through sink-or-swim-situations
before will be especially grateful. And maybe you will need their support later on
in a tough decision or on a very dif�cult project – it is alwaysgood to build up
some credit before you need to ask for a favor, and this is an excellent opportunity
to build up credit without having to spend too much energy either.

11.5 Agree upon standards, and make new people
read those (upfront if possible)

Agreeing upon standards is a dif�cult beast. Especially developers tend to have
very different opinions on everything, from how to format code to how to name
database tables. Being the project manager you must make sure that rules are
chose, written down (e.g. in the Wiki) and adhered to, otherwise you will face
constant discussions and people using stuff differently. Usually the best thing is
to �nd a guideline on the internet or in a bookstore. If you absolutely believe you
have to differ from an external. well-done guideline, then just to write down the
differences: “we use the standard java coding conventions as de�ned by SUN at
http://java.sun.com/docs/codeconv/, but for compatibility issues it is okay to use
tab-indention instead of space-indention on the subproject KRTIAFST-7B”. Try to
reduce these differences, because they will again be the issues people will discuss
about. It is far better to accept some quirks in a otherwise good styleguide than to
start discussing the differences at great lengths.

You will obviously have to de�ne some rules by yourself (e.g.how to use an
external library, for which very many different ways of using exist), but try to
de�ne those either early on (e.g. when you introduce a new tool), and to make
everyone read those rules. Adding rules later usually upsets people, since everyone
will have started using a different approach.

A book that I found very helpful especially when hiring new (junior) de-
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velopers, is “Effective Java”[Blo01]. It provides so many good and natural
rules that everyone should read it and adhere to, not only thejuniors. Other
resources are of course the Java styleguides, and to cover another alltime-
favorite-controversy have a look at some SQL-naming conventions like e.g.
http://www.ss64.com/orasyntax/naming.html (or at the other conventions referred
to at the end of that page) to end all discussions on database-naming conventions.

11.6 Dress slightly better than the crowd

I know, I know, you will not like this one. Especially if you come from
a developer/CS-background, you will hate the prospect of leaving the comfy
pullover, the worn-out sneakers and the Hawaiian-shirts orthe once-black-now-
gray-shirts at home. After all, you want to respected for your work, not for your
looks. With the developer crowd, this might even work. If youwork hard and
make good decisions, you will earn their respect, no matter how worn-out and old
fashioned your clothes are.

However, you will often be in a position where you want certain decisions to be
made, and you will need approval from management, marketing, sales, or cus-
tomers in general. People who will not know you very well yet,people who will
not have a clue about technology, project management, quality or availability. Peo-
ple whose trust you yet have to gain. And whether you like it ornot, by dressing
up a bit, you increase the chances that people will respect you, that they will trust
you, and that your opinion will be heard.

I once had an eye-opening experience that I'll never forget.One of the developers
in my �rst company was really below-par, kept having these strange ideas all the
time, and didn't care about quality a lot. In general, he was not a big asset to the
project. He dressed not too bad, but not too good either. Developer-style, like
everyone else. One day, we had a customer on the premises, andsomeone must
have told him to dress up a bit. And he did! Actually, he could have been the CEO
on that day! He had an air of elegance and competence, it was unbelievable. Of
course I knew that he was still that underperforming developer – but I had to look
twice. To the customers he must have looked like the lead programmer at least.

Obviously, in�uencing people by your looks only works if they are less than 100%
sure of your qualities. And it works better with people who like dressing up too.
But surprise surprise – that's exactly your target group of management-, sales- and
marketing-folks! These are the ones who could fall for your little scheme, who
will be in�uenced by you to do the right decision – the one you presented to them!

Sure, you have to invest some of your private money to buy all those clothes, but
when you are successful at work, this will certainly show on your payslip as well.
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Now, what kind of clothes should you buy? It depends on the company and on the
dress code of course. But in general, developers will dress very casually, so don't
go too formal. A suite will usually not be required, unless you are the director of
your department, or you are a consultant, or work in a bankingenvironment. Suits
will look too intimidating and too managerish to the developers. But a good white
shirt (50+ Euro), a stylish pair of jeans (100+ Euro) and decent black shoes (100+
Euro) will do the trick to gain acceptance from developers and from management
alike. Wear a suit on special occasions only, and a formal jacket now and then, and
you'll be �ne. Just wearing white shirts is boring in the longrun, in my opinion
shirts can be any combination from black through gray to white as long as they are
either single color or striped (vertically, not horizontally). You have to be careful
with other patterns and with colors until you really know what you are doing. On
a really good-looking guy even a pink shirt may look cool, butmake sure that you
are really(!) good looking before trying this one at work!

A former colleage sent me a warning on this whole clothing-issue: He agreed
that these rules work �ne in most normal development-shops,but pointed out how
different and dangerous it can be in (German) banks: Even wearing the wrong
watch can be dangerous to your career. Make sure your suit andyour watch are
never superior to your superiors suit and watch, otherwise you will be in for big
trouble. While meeting people who hate your boss, wearing a more expensive
watch than him can be a powerful sign though to signal you hatehim too... Well, I
am really glad I never had to work in such environments!

11.7 Shopping for clothes

To dress well, you have to go shopping. If you are like me, you will hate it. At
least in the beginning. You will accidentally end up in the women's section (very
embarrassing), you will trust annoying salespeople who will sell you ugly crap
that they couldn't sell to anyone else, and you will buy lots of stuff that you liked
at �rst, but which you will never again put on again after someone cracked a joke
about it. Don't be sad, that's just normal. Shopping for clothes has got nothing
to do with instinct or intuition, it is hard work. But on the other hand that also
means you can learn it! Walk into stores as often as you can, just to have a look,
to gain con�dence, and to get an overview. If you end up in the women's section,
just laugh and try to do better in the next shop. Don't buy anything yet, just try on
lots of stuff. Ask female friends (I hope you have some!) to accompany you, or
whether you can join them on their next shopping spree. Don'tgo shopping during
a time where everyone else is in the shops too! It's more ef�cient and relaxing to
go to stores on a Wednesday morning than on a Saturday afternoon. Take time off,
it's for a good cause after all! If you still run into the ladies section after a few
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tries, try the shops that advertise men's clothing only.

Do take the risk of buying the wrong clothes. It's better you have a lot of wrong
stuff in your closet (and some good ones) than to have only theold ugly Hawaii-
shirts. As long as you buy 50% clothes that you never wear again, you are perfectly
normal. (And its a good opportunity to increase your reincarnation odds by giving
your unused clothes to local charity. But do donate in time before your old suits
become too unfashionable even for charity...) Only if your quota is worse than
50% you should be more cautious. If you go shopping regularly, in nice (slightly
more expensive but not luxury) shops, and don't spend too much time on a single
day, then it can actually start being fun after a few months.

11.8 Read about interpersonal relationships

Since you must be technical guy if you bother to read this document, it is very
likely that you don't have too much experience in dealing with people. Of course,
you can always deal with nice other technical people, but do consider your skills
in dealing with and in�uencing non-technical people. Does the marketing guy
really understand you when you fantasize about how your new application clus-
ter can achieve 99.99% availability? Does your boss really value when you ex-
plain to him the miracles of the new concurrency-library in Java 5.0? Does the
Human-Resources manager get equally excited when she hearsabout how your
development-and-unittesting process facilitates hiringnew people? Probably not.
To learn more about how to in�uence and deal with other people, you can go
through the school of hard knocks and learn a little every year, or you can read
some books that explain how to deal with people and speed up the process. There
are dozens of books out there on this issue, and of course nonecan change you
into a people-expert over night. But reading about similar situations, about how to
get attention and about how to deal with dif�cult people can get you a headstart. I
read [CB05] and even though most of it was quite obvious, it does help a lot just
comparing situations to the ones you have been through, and just to think about
how you can deal better with people the next time. This book iswritten in a rather
simple way, comparing what you have to offer to get other people to do what you
need, so I guess every technical person should be able to understand and learn
from it. Compared to really technical books this one was really bloated, with lots
of repetition and few really hard facts, and I expect most other books are similar.
But still - it was worth it! Just go to your local book-dealer and browse around for
some books in the “management”-section. A book will cost youmaybe 50 Euro
and a few hours of reading, but if it helps you improve your people-skills by only
5% it was already worth it.
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11.9 Avoid Intransparency

Just a few weeks ago, you were a developer, and now you are suddenly responsible
for managing a (small) project by yourself. Doesn't it just feel good being part of
the inner circle now, meeting behind closed doors in stylishconference rooms,
while everyone else is sitting and coding all day? Isn't it just great being heard
in decision making processes, having to report on the state of the project, and
deciding on who should work on what and with whom? Yes, it is great feeling,
even though there is suddenly much more work to be done. It's just so cool that it
very too easy to get carried away by it. Think back – what did you hate most when
you were “only” a developer. One thing that comes to my mind immediately is the
feeling of not knowing what is going on behind those closed glass doors!

It's cool being part of the inner circle, but one of your most important tasks is now
also keeping people in your team happy so that they work well.One major part
for workplace dissatisfaction is intransparency, and it isnow part ofyour job to
minimize it.

Don't get me wrong, not everybody should be allowed to know everything. Human
resources decisions like “Let's monitor John's code more closely, he isn't perform-
ing well at all, maybe we have to �re him” must not be taken to the public. But
make sure that everything thatmaybe knowncan be known at all. The easiest
way is of course the daily standup meeting (9.1). Other possibilities include mail,
Wiki, and regular status-meetings. I favor a combination ofstandup-meetings and
summaries written into the Wiki. Some information might be too con�dential to
be written down (an angry employee could easily copy the con�dential data from
the wiki and send it to a competitor), but public enough for a internal stand-up
meeting.

Not only should the developers report to the project manager, but also the project
manager should report to the developers what has been going on behind the closed
doors, about the discussions with the clients, about sales that happened recently,
and about the plans to open up a new sales bureau in Barcelona.You may not be
allowed to tell people that senior management is considering to kill your project.
But you could (and should!) give people clues about dissatisfaction you noticed in
senior management meetings. Maybe someone comes up with an idea to improve
the project signi�cantly. Even if not, and the project gets killed in the end, you
can still look people into the eyes, and they will still respect you since you did
issue some warning, even without disclosing the whole truth. A nice quote from
[CB05]: “A good diplomat never lies. A good diplomat never tells the complete
truth. If in doubt, go to the toilet”. So while everyone will accept that they can't
know about all company secrets, do make sure to inform everyone about all that is
non-secret. People will appreciate this!
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11.10 Make your company interesting in order to
attract better people

Job-ads are one way of attracting people. However, if your company is not very
known in the industry, it is dif�cult to attract the really good people. There are
some ways that you might want to consider to increase your companies visibility
with the people you are interested in hiring. Note that all ofthese strategies take a
lot of time. Some ideas:

Sponsor Open Source Sponsor new, promising Opensource-Projects. Spon-
soring might include donating money to the developers, donating hardware,
or – even better – have someone from your team regularly contribute to the
project. This makes a lot of sense of course if you are using that OS-project
inside your own product too.

Sponsor or advertise on geeky websites in general Ask your develop-
ers what they like – e.g. what websites they regularly visit,what products
they buy, games they play, and so on. Maybe you can �nd something like a
favorite web-cartoon, and strike a deal with the cartoonists syndication com-
pany that they display your companies ads to all the people visiting from
your country. Or �nd a new aspiring tech-website where you can place reg-
ular ads or even just your company logo in a subsection, like in the “articles
on agile project management”, or “posts regarding JPA”, or whatever.

Attend (and present at) Usergroups. Not only is this a good idea to improve
morale and knowledge within your own team, sending developers to User-
groups may in the long run raise interest for your company. People who
work all day and then attend usergroups in the eveing surely have a passion
for what they are doing, so meeting them and spreading the news that your
company is hiring may attract some people, if not them then maybe their
friends.

Host Usergroups Usergroups need infrastructure. Maybe your company has
got infrastructure, and you wouldn't mind hosting your local usergroup on
your premises? Make sure that you have attended the groups meetings for a
while already, and gained respect, before you suggest this.

Sponsor (or even speak at) Conferences: Although quite expensive, you
may want to become a sponsor of a Java-related conference. Or
have a stand at the inevitable exhibition there. For example, be-
coming a Silver-Sponsor of the German JAX-conference cost about
14.000 EUR in 2006, but you could be sure that your company's name
and logo were seen by thousands of the right people, have a look at
http://jax.de/konferenzen/jax06/�les/jax06_sponsoring.pdf for example.
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Have public blogs If you are able to show your competence by having your
best developers regulalry blogging about new and cool things, or about all
the cool company-events, then you may attract readers and inthe long run
good applicants. Atlassian (the company developing JIRA and Con�uence)
for example have two public blogs. One with the main company-news, and
a dedicated developer-blog. Especially the second one contains stuff that
shows that the developers are bright guys (having bright developers helps
attracting more bright developers of course), and that theyare having a lot
of fun too. Having public blogs may be a delicate issue when your company
tries to convey a really business-like image to the public. Before you walk
up to your CEO and tell him that you want to publish silly photos of the last
company-event, ways to exploit grave softwarebugs in your software, and
the most funny errormessages your customers encountered while using your
application, do think again. :-) He will certainly be more inclined to your
idea if you propose a man-in-the-middle whom he trusts, so that developers
can blog, but someone has a chance of vetoing or editing blogposts before
they go online.

Have a public API and encourage independent plugins: Assuming
your product can be installed and con�gured locally, and that it is not
onlinebanking- or other sensitive software, then you migthwant to open it
up to allow people to write plugins for it. This could be done by purely
commercial intent (“the more plugins improve our product, the better we
can sell it”), but also with the intent of people starting to use your API,
know the codebase better and better, and then hire the peoplewho wrote the
best plugins. Again, this is another example of a longterm-investment, since
introducing a puplic API consumes a lot of work, and maintaining it (e.g.
making sure it remains stable over several product release cycles) is even
harder.

Word of mouth Not a new idea, but since it has worked just �ne a few times
already, I'd like to stress it. Make sure that everyone in your company, from
developer to marketing-wizard, knows that the company is hiring. Repeat
this at every opportunity you have, at least twice a month. Maybe a devel-
oper bumps into another developer at a party, and can spread the rumor.
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12 On Books, Coffee and Lounges

The more books your employees read, the better. Knowledgeable people will
always outperform others since they know about shortcuts and better solutions.
There are many ways to achieve literacy in your department.

12.1 Put your top 20 books into the kitchen, and the
latest ones on special display

Probably your company has dozens or even hundreds of computer books and mag-
azines. If you sort them alphabetically like in a library, and put them into the large
cabinet in the back room, you can be pretty sure that no one is ever going to read
them, unless you use physical violence of course. Even the latest and best books
you bought will be out-of-sight, out-of-mind.

However, if you put the 20 best and newest books onto a small shelf into a very
public place, like next to the coffee machine or to the fridge, and have a special
display for the top �ve books so that their covers can be seen from far apart, and if
you even bother to shuf�e these books now and then (and when new arrivals come
in), you can be sure that people will start having a look of twowhile queuing for
the coffee machine. Put a pencil and a piece of paper next to this shelf so that
people can enter their name when they lend a book, and people will even have the
prestige-advantage of being on the “intelligent people list” when they read a book.

Even if your employees are real book-haters and ignore your little kitchen-library,
you won't have spent more than 20 dollars, plus your kitchen looks better and very
literate anyway. So even when no-one reads, at least your visiting shareholder,
CEO, or customer may think they do. Fake some entries into thelist if necessary.
;-)

12.2 Manage your books and magazines by pen and
paper

Don't be tempted to manage the lending of your or the companies books by a com-
plicated solution. Often the decision whether a book will belent by an employee
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(or not) will be made within three seconds, e.g. while rushing out of the of�ce to
catch a train. “I will have time on the train today, maybe I should read a book”.
If your process for taking a book from the companies library is complicated (e.g.
involves using a Wiki, or even a library-software your junior developers have writ-
ten), then you automatically lose all people who are in a hurry. Which is probably
most of them. Like always, keep it simple, stupid.

12.3 Favor books over magazines

To spice up this chapter, now for a somewhat controversial statement: “Magazine
articles... suck”! Well, maybe I have just read the wrong magazines, but in gen-
eral articles don't seem userfriendly enough to me. Maybe this is an explanation:
Book writers try to earn some extra money by writing books, and they know that
a badly written book can damage their reputation. Article writers seem to do it for
shortterm-prestige mainly (the money involved in writing articles is ridiculously
low after all, while working as a consultant pays the bills far faster), and bad arti-
cles will be forgotten more quickly.

So, I would suggest you get your team-members into reading books instead of
articles. It's not about the money – magazines are peanuts onyour companies
budget, so sure you could afford to buy ten or twelve different ones per month and
put them onto display. However, since a person will probablymake a decision
either in favor of reading a book or (XOR) a magazine, the riskis that people
waste their energy on badly written articles instead of on well-written books. So I
suggest putting only very few magazines onto display, but many books. But, like
I said, this is a very controversial issue – don't take my wordfor it, but think and
compare for yourself.

12.4 Consider shopping for books at a real
bookstore

Once you have paid money for a book you are more likely to read it, so it makes
sense to increase the chances of buying books in the �rst place. If you buy many
books at Amazon anyway, then keep it like that. If you don't buy many books,
consider going to a retail store.

To most people this will probably sound quite obvious, but ittook me some time
to �gure this out. Somehow I always perceived bookstores as abit old fashioned
and outdated, and preferred to buy online. However, after Gerhard Mueller told
me about his shopping sprees at real bookstores, I decided togive it another try,
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and was really astonished how much fun it can be to browse around bookstores.
While the selection may not be as big as on Amazon, I was much more likely to
�nd something I liked, and really bought it, while on Amazon Iconstantly ended
up so overwhelmed by the amount of books that I regularly decided this was too
much work, buying nothing at all.

12.5 Have a good Espresso machine

There seem to be very few motivation-improvers as potent as “free good coffee”.
Provide a good coffee machine, a nice blend, don't charge forthe coffee, and
your people will be happy. Take away the coffee machine, or “forget” to repair
it, or provide only a machine of inferior quality, or the cheapest beans you can
�nd, and your employees will constantly the reminded about how uncool their
company is, while at least ten other companies they or their friends know of treat
their employees much better. If you are a coffee-lover anyway then convincing
you will be easy, but especially if you hate coffee, don't undererstimate this issue!

If your department only has drip-coffee (or not even that), the �rst thing you should
do is either get funding for a industry-strength machine, orbuy a cheaper yet decent
home-use machine using your own money. Yes, do read that lastsentence again. I
did really write “using your own money”. Being the boss or team lead means you
get a bigger paycheck, and you should use a part of it anyway tomake your people
happy. Invite them for lunch once in a while, or for beer, or whatever. However,
if there is no coffee-machine in the of�ce, buy one and place it there. No need to
donate the machine to the company, you can still take the machine with you when
you leave for another company. But to increase work morale, evening-productivity,
and your own image within the department, spending 500 EUR orso on a decent
espresso machine is actually quite a bargain.

Don't be tempted to charge for the coffee, even if it seems to be unfair towards tea-
drinkers who don't require special machines. Rather compensate the tea-drinkers
with quality tea-cups, or whatever they like. And provide free coke for the coke-
drinkers. But never ever charge for the coffee, not even small amounts. It is both
uncool (think “beancounter”) and you wouldn't do similar things to other “more-
than-average-consumers”. Or will you start charging people for using more space
than others, e.g. charge cyclists a dollar per day when they bring their bike into the
of�ce? Will you charge people for using the oven, fridge or the kitchen sink, and
give a bonus to people who don't use them? After all, you couldsave a dime on
cleaning costs if people never ate in the of�ce. And maybe youwill charge people
money for using bigger screens, and provide bonus payments to the guy who uses
the most outdated computer, since he saves the company some money? Sounds
silly? Not more silly than charging people for coffee.
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If your companies beancounters really insist on charging money for the coffee,
you could at least try to make it less uncool. E.g. negotiate with all coffee-drinkers
that a small amount of their income is deducted automatically to cover the coffee-
expenses. Then at least your people are only reminded once per month about their
silly beancounting company, not every time they drink a coffee, which could be as
often as three or four times a day.
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13 Various Stuff and Incubator

In this chapter I collect stuff that I didn't �nd important nor complicated enough
to create a special section for it. However, just leaving these ideas and hints out of
the booklet didn't seem right either, so now it is here. Some of these items may
grow into real sections one day, others won't.

Iteration Goals: Assuming you are using an iteration-based approach, and each
iteration is long enough to achieve something, e.g. two or three weeks. Con-
sider giving each iteration not just a number, but also an iteration-goal. This
goal should not be much longer than a few words, at most a shortsentence.
This plaintext-goal will remind you all the time during the iteration what is
important, and what is more, it will show you much easier if you have failed
to achieve it. For example in the Wirecard-project, at the beginning of one
(early) iteration we had two main goals: implementing the new UI-design,
and getting the account-management-part done so far that wewould be able
to charge a creditcard and store the money persistently in the useraccount.
We named our iteration goal “rich and beautiful”, which was quite catchy.
At the end of the iteration, we had succeeded with neither, and had to push
features to the next iteration (which is �ne in a timeboxed process), but this
overcommittment was very obvious to see, since we were neither rich nor
beautiful. The next iterations we were much more careful to commit to such
grand visions, and thus also more conservative regarding toall the tasks we
planned for that iteration. Of course the best way not to overcommit is also
to measure the project velocity and to plan better.

Have a small lounge with comfy chairs: The better people can relax and
discuss issues, the better. Make sure you have a nice place where people
will feel well and where they will like to spend some time. This place does
not even have to be big or extra-nice. Anything better than the janitors stor-
age room will do.
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14 Further Reading

Obviously, if you are reading online-PDFs, you may not be thebookworm you
should be. Unlike other books, I will not try to shine by showing off how many
books I have read (or pretend to have read), but instead focuson a few must-reads,
and a few more additional can-reads-if-you-are-bored.

14.1 Extremely recommended Reading

These books are must-reads. They are very well-written and easy to read even
on the train, and they cover really important aspects of JavaProject Management
or contain insight that you might not �nd anywhere else, at least not in such a
compact fashion. If you haven't read them yet, go buy them. Ordownload them.
But do it. NOW! ;-)

Java Transaction Design Strategies [Ric06] An excellent, short and con-
cise PDF booklet which compares the three major transactionmodels that
are currently used in Java projects, revisits transaction isolation levels in a
super-simple and easy-to-understand way, and goes on with some info on
XA transactions, and with the must-read-chapter 8 on how to implement
a nice Service-layer that contains all the transaction logic. The booklet is
strongly biased towards the declarative model (and most people agree, even
mee, see 4.3), but even if you should want to upgrade from the Local to the
Programmatic Model this document will help you to learn more.

Scrum and XP from the Trenches [Kni07] If you are considering to give
Scrum a try, or just want to learn more about it (but don't likethe idea
of reading a overly theoretical and lengthy book) then this is just the PDF
for you. It explains how a bunch of people in Sweden used Scrumvery suc-
cessfully, contains lots of valuable practical advice, andis really easy and
fun to read. I read the 170 pages in less than four hours, and even without
Scrum knowledge it should be readable within 8 hours. There exists a free
online version that can't be printed, and you can buy the printed edition for
just $22.95.

Agile estimating and planning [Coh04] Although I think the praise heaped
upon this book is a bit exagerrated, this is indeed a very valuable ressource
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for learning how to improve your estimation skills. Some of the practices
were not new at all to me – for example my team lead at Gentleware never
bothered assigning many tasks at us developers at the beginning of an it-
eration. However, when I tried implementing this excellenttechnique on
another project, the overall manager thought I was crazy andforced me to
assign issues upfront – I wish I had had Cohns book (and its authority) to
prove to my manager that his idea was rediculous, not ours.
If you are not sure wether you will be interested in this book,you could
�rst read the PDF “Scrum and XP from the trenches” mentioned above. If
you like the ideas presented there, and want learn more aboutthe details,
then continue by reading Cohns “Agile estimating and planning” book. If
you know that you really have to learn more about estimating and planning
(maybe because it is a common problem in your otherwise smooth project),
then buy this book straight ahead, you won't regret it!

14.2 Recommended Reading

In my opinion, these books are worth their money. Not that every single page
contains the ultimate wisdom – some books are way too long forthe content they
want to convey – but in the end reading books is is about learning new stuff, and
some people like it more condensed, while other prefer it short. The compromise
seems to be to write lengthy books and hope that the short-book-lovers will be
experienced enough to skip boring sections.

Joel on Software [Spo04] A very readable and interesting book, with lots of
short articles which were taken from Joels popular Blog. Covering many
of the issues I touched. There are a few weird ideas in it, but in general
highly recommendable – especially the top-10-list to determine whether
your project is well-maintained is a must-read.

Peopleware [DL99] The classic book about how to treat your team members,
how to reward (if at all), the value of employees (and how expensive it is
to lose even one), and on how to optimize the workspace in order to enable
developers to get into the “�ow”. I think the book could have been cut by
20%, there is some redundancy in it, but this doesn't change the fact that this
is a must-read, and a great gift for your annoying CEO as well (whether he
reads it is another question...)

Writing Effective Use Cases [Coc00] While writing use cases may sound
simple at �rst, after you have started writing a few you will notice that it
is not, that many questions will arise, and that all your use cases will be so
different from each other as if each had been written by a different person.
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There are some proven and simple recipes on writing comprehensible, stan-
dardized, easy-to-understand use cases. You could try to �nd out the rules
by writing a few hundred use cases over the next few years – or you could
just buy this book. It's a bit like “Design Patterns” for use cases.

Eclipse AspectJ [CCHW04a] The standard book for learning about AspectJ
and how it can be integrated into Eclipse. I didn't like the way the book was
structured, I preferred reading it from back to front. The �rst part consists of
lots of examples, but I didn't really grasp them until I had read the de�nitions
in the second part. Then however suddenly everything was very clear, and I
loved the book, and AspectJ was suddenly very simple. Give ita few hours
to �nd its way into your brain, and you won't be disappointed.While the
books second focus is on integrating AspectJ into the Eclipse IDE (via the
AJDT), even I as your typical IntelliJ IDEA-lover didn't mind about that.
Although Eclipse generally sucks, of course :o)

In�uence Without Authority [CB05]The book is a simple and practical guide-
line on how to create win-win-situations in which you achieve your goal
without having to exercise authority. The book mainly focusses on the quite
obvious (but nonetheless effective) way of exchanging favors. A lot of so-
called currencies are detailed (basically “stuff that people value”, e.g. praise,
rewards, less routine, more responsibility, and so on), andlots and lots of
vivid examples are given to explain how trades might (or might not) work:
“I give him public praise to make him feel obliged to help me with that re-
port later on”. Although you won't learn much that common sense couldn't
have told you, I still think it is very valuable to read a book like this once
in a while, to compare the listed currencies to what you encounter in your
daily worklife, and to �nd ways of improving your in�uence onpeople – in
a positive way for all sides.

14.3 Optional reading

Well, these books are interesting, but not necessary for your Java Project Man-
agement. Read them once you can tick off all the books above, but not before
that.

Death March [You04] This book focuses on so called Death March projects.
The book tries to show how keep your sanity and improve your situa-
tion once you are trapped in such a understaffed, over-hurried death march
project. Major parts of the book are plain common sense blownup into 200
pages, but then again you still can �nd some interesting gemsin the mud,
e.g. on page 97 about how to reward employees, on page 107 on how to
seize more of�ce space, or on page 129 on “good enough software”.
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The Art of Deception: [MS03] Not exactly a book on project management nor
on software development, but a very fun and chilling book on how people
can spy on you and your project, either for money, fame, or even just to harm
you. Not that professional (or malevolent) espionage is very likely to happen
to an ordinary software-project – but some of the precautions described by
Mitnick are so simple that you should just take them. Anyway,even if your
project is at no risk at all, this book is just fun to read, and may even help
you one day to get past the bouncer of your favorite nightclubwhile they
have a non-public party with lots of celebs!

14.4 Avoid Reading

Although I usually believe that you can only gain while reading, your time is lim-
ited of course. So these are the books that I would rather havespent reading some-
thing else, or going for a walk :-)

SQL Hacks [Guy01] How could anyone call this collection of really obvious
SQL-scripts a book on SQL-hacks? Sure, the scripts and methods the au-
thors describe do work, and for a novice it all makes sense, but once you
have been working with SQL-databases for longer than six months, you will
not �nd anything new here – read the Oracle- or MySQL-Manuals, and you
will learn more about SQL than here. Or, of course, read a realintroduction
to SQL if you are a novice.
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